Symbols and Numbers

% (modulo) operator, 198
* (stars) wildcard operator, 183, 184
/ (division) operator, 198
; (semicolon), statement termination syntax, 190, 562
@error system function, 594–595
@RowCount system function, 595–596
\ (backslash) bitwise operator, 201
\ (OB) Boolean operator, 201
~ (NOT) bitwise operator, 201
1NF (first normal form), 66–67
2NF (second normal form), 67–69
3NF (third normal form), 69–70
4NF (fourth normal form), 70–71
5NF (fifth normal form), 71

A
Access
ad hoc querying and reporting, 876–880
creating data in local tables, 873–874
extending power of pass-through queries, 874–876
as front end for SQL Server, 867, 870
linking to, 702–704, 870–873
migrating from, 876–880
monitoring and troubleshooting, 876
pre-aggregating data on server, 877
use case scenarios, 868
accounts
service. See service accounts
startup accounts for, 80
user accounts, 172
ACID (Atomic, Consistent, Isolated, and Durable)
concurrency and, 38
durability as recovery concept, 954
transaction integrity and, 1365
transaction log and, 8
actions, cube, 1497
ActiveX Data Objects. See ADO (ActiveX Data Objects)
Activity Monitor, 1257–1258, 1373–1375
ad hoc querying, 744–746, 876–877
adjacency list pattern

cyclic errors, 416
determining node level and node relationship, 415
indexing, 416
modeling hierarchies with, 401–404
pros/cons, 419
reparenting, 415–416
single-level queries, 404–407
subtree queries, 407–414
variations, 417–419
administrative tasks, scripting, 150
administrative, recovering from administrator error, 1066
ADO (ActiveX Data Objects)
object model, 720–723
overview of, 716–718
scripting, 728–729
ADODB primary interop assembly, 719–720
ADO.NET 3.5
ADO and, 716–718
ADO.NET primary interop assembly, 719–720
application development, 742–743
application tracing, 741–742
asynchronous execution, 748
client connectivity and, 96
connecting to SQL Server, 743
data binding to controls, 750
data modification, 749–750
data types, 750–751
DataAdapters, 737–740, 746–747
DataReaders and Recordsets, 747
DataSets, 737–740
defaulting, 741
managed providers, 732–735
mapping data types to SQL Server, 724–728
object models, 720–723, 730–732
OLEDB and, 718–719, 723–724
overview of, 715–716
PowerShell and, 147–150
scripting, 728–729
Server Explorer and, 740
single database value used with, 748–749
SNAC (SQL Native Client) and, 735–736
stored procedures vs. parameterized ad-hoc queries, 744–746
streams, 748
Visual Studio 2008 and, 740
what’s new, 743–744
AFTER triggers
comparing trigger types, 636
impacting INSERT, UPDATE, and DELETE commands, 391–392
multiple AFTER triggers, 631
overview of, 638–639
using in conjunction with INSTEAD OF, 650
aggregate functions
basic, 291–293
for cubes, 1493
in Query Designer, 293–294
windowing and ranking and, 326–327
aggregating data
aggregates, averages, and nulls, 293
basic functions, 291–293
CASE expression method, 311–312
correlated subquery for cumulative sum, 315
crosstab queries, 309
CUBE option, of GROUP BY, 308–309
cumulative totals, 314–315
dynamic crosstab queries, 312–313
filtering grouped results, 298–299
grouping sets and within sets, 295–298
including GROUP BY descriptions and values, 299–303
multiple assignment variable for, 316–317
nesting aggregated data, 303–304
overview of, 289
PIVOT method, 300–311
ROLLUP method, option of GROUP BY, 306–308
simple aggregations, 289–290
simple groups, 296–297
statistics and, 294–295
T-SQL cursor for cumulative sum, 876–880
UNPIVOT method, 313–314
using aggregate functions in Query Designer, 293–294
what’s new, 290
aggregation design, Analysis Services, 1499–1501
agile development, 36–37, 620
alerts, SQL Server Agent, 1017–1021
algebraic component, of Database Engine, 6
algorithms, data mining
association rules, 1609–1610
clustering, 1606–1607
decision tree, 1604–1605
linear regression, 1606
logistic regression, 1609
naive Bayes, 1609
neural network, 1608
overview of, 1604
sequence clustering, 1607
time series, 1610–1611
types of, 1593–1594
algorithms, encryption, 1201
alises
column aliases, 188, 337
SQL query flow, 183–184
A.L.I subquery, 274–275
ALTER command, 609, 1300
AMO (Analysis Services Management Objects), 142
Analysis Services
advanced dimensions, 1487–1490
architecture, 1470
BIDS (BI Development Studio), 1473
cube definitions, 1, 151, 1472
configuring during attended installations, 85
cubes See cubes
data integrity, 1504
data mining, 16
data sources, 1473–1478
data storage, 1501–1503
Dimension Designer, 1479–1487
dimension refinements, 1490–1491
dimension, 1491
error configuration, 1505–1506
null processing, 1504–1505
OLAP (Online Analytical Processing) and, 15–16
overview of, 1469
quick start, 1469–1470
UDM (Unified Dimensional Model) and, 1471
upgrading from SQL Server 2005, 87
Analysis Services data mining
association rules algorithm, 1609–1610
cube integration, 1606–1607
cube integration, 1611–1612
Data Mining Wizard, 1595–1597
decision tree algorithm, 1604–1605
linear regression algorithm, 1606
logistic regression algorithm, 1606
mining process of, 1594–1595
model evaluation, 1598–1604
modeling, 1595
naive Bayes algorithm, 1606
neural network algorithm, 1606
object security.
overview of, 1598–1604
second level, 1596–1597
security levels and, 1596
sequence clustering algorithm, 1607
time series model, 1610–1611
Analysis Services Management Objects (AMO), 142
Analyze Key Influencers, Excel, 1588
ancestors, node, 415, 430–431
AND (&) operator, 200
ANSI standards
configuring SQL Server ANSI-related properties, 923–929
inner joins, 234
outer joins, 229
table joins, 230–281
transaction isolation levels, 1388
anti-semicolon joins. See set difference queries
ANY subquery, 274–275
application development, in ADO.NET 3.5, 742–743
application locks, transactions, 1403–1408
application metadata, 345
application roles, in database security, 1185–1186
application tracing, ADO.NET 3.5, 741–742
APPLY method, derived tables and, 280–281
architecture
Analysis Services, 1470
data architecture
Sync Framework, 760–762
association rules algorithm, 1609–1610
asymmetric encryption, 1198, 1202
asynchronous database mirroring, 1597–1598
asynchronous execution, ADO.NET 3.5, 748
asynchronous messaging. See SSSB (SQL Server Service Broker)
Atomic, Consistent, Isolated, and Durable.
See ACID (Atomic, Consistent, Isolated, and Durable)
Attach Databases tool, Management Studio, 1573
attended installations, 83–84
attributes, 228. See also columns
Audit object, SQL Server, 1297–1300
Audit table, 1225, 1234
auditing
AutoAudit, 1224–1229
complications with, 1229–1231
classifying security-audit level, 907–908
overview of, 1223–1224
schema. See schema audit triggers
SQL Audit. See SQL Audit authentication
configuring server authentication mode, 906–907
database security and, 1182–1186
overview of, 1169–1170
security levels and, 1171
server security and, 1172
SQL Server authentication mode, 1173–1174
Windows authentication, 1174–1181
Windows security and, 1172
authenticating services
object ownership, 1187
object security. See object security overview of, 1187
sample security model, 1194–1195
views, 1195
Auto_cleanUp, Change Tracking, 1269–1270
AutoAudit
Audit table, 1225
change auditing, 1227–1228
installing, 1224–1225
Modified trigger, 1226–1227
overview of, 1224
running, 1225–1226
viewing and undeleting deleted rows, 1228–1229
viewing row history, 1229
automatic failover, database mirroring and, 1116–1117
automating database maintenance. See SQL Server Agent
availability. See also log shipping
as database objective, 31
dedicated servers and, 78
failover clustering providing high availability, 1119–1121
readily available, 1069
availability testing, log shipping, 1070–1072
AVG() aggregate function, 291–293
AWE-enabled property, memory configuration, 898–899
backup
BACKUP command, 965
backups
compression and, 1070
configuring recovery model, 936
destinations for, 961
performing with Management Studio, 962–965
performing backup with code, 965–967
rotation of, 961–962
scrapping, 150–151
verifying, 967
batches
executing in Query Editor, 123
T-SQL, 560–562
BCNF (Boyce-Codd normal form), 70
BIDS (bulk copy program), 689–694
BEGIN CONVERSATION command, Service Broker, 809
BEGIN TRANSACTION, 1366
between search condition, 176
BI (business intelligence), 1461–1468
adding to MDX queries, 1523–1526
Analysis Services. See Analysis Services
BI stack, 16–17
BIDS (BI Development Studio), 14, 1473, 1561–1563
changing dimension data, 1467–1468
consistency, 1464–1465
data warehousing, 1462
designing, 1461–1462
elements combined in, 33
IS (Integration Services), 14–15
loading data, 1465–1467
overview of, 14–149
Reporting Services. See Reporting Services
snowflake schema for data warehousing, 1463–1464
star schema for data warehousing, 1462–1463
surrogate keys, 1464
BIDS (BI Development Studio), 14, 1473, 1561–1563
bulk operators, 199, 201
BOL (Books Online), 20
bookmarks, 121, 1335–1338
books Online (BOL), 20
Boolean operators, 175, 203–204
Boyce-Codd normal form (BCNF), 70
d-debug rules, 286
b-tree indexes, 1322–1323, 1325
bulk copy program (BCP), 689–694
bulk operations
BIDS (bulk copy program), 689
bulk operations
BULK INSERT, 680–688
overview of, 685–686
bulk-loaded recovery model, 959–960
business entity (visible) layer, database design layers, 534
business intelligence. See BI (business intelligence)
calculations, cube, 1496
cardinality, in relational database design, 92–93
cascading deletes, 367–368, 541–542
CASE expressions
cross-tab queries, 311–312
expressions, 202–204
overview of, 202
query combined with, 590–591
simple case, 202–203
catalog views, 22, 1109–1111
catalogs, full-text search
creating with T-SQL code, 498
creating with wizard, 494–496
maintaining with Management Studio, 497–498
maintaining with T-SQL code, 498
overview of, 494
CATCH blocks, error handling and, 601–603
CDC (Change Data Capture)
ensuring database and tables for, 1286–1288
examining log sequence numbers, 1289
overview of, 1285–1286
querying changes, 1290–1293
removing, 1294–1295
synchronization and, 1267
walking through change tables, 1294
working with, 1288
CE (Compact Edition), 21
central processing units. See CPUs (central processing units)
certificates, cryptography, 1202
case change auditing, 1227–1228
Change Data Capture. See CDC (Change Data Capture)
Change Tracking
Auto_cleanup, 1269–1270
capturing application context, 1281–1282
coding a synchronization, 1276–1280
column tracking, 1280
configuring, 1269
determining latest version per row, 1281
ensuring database and tables for, 1286–1272
overview of, 1267
removing, 1282–1283
showing changes by row, 1273–1276
storing data in internal tables, 1272–1273
version numbers and, 1273–1274
different data types, 543
charts, for illustrating reports, 1556–1558
check constraints, 389–390, 547
CHECK OPTION, locking down views, 342
checkpoint restarts, packages, 864
classes
ADO.NET 3.5, 731–733
LINQ to XML, 791
classification matrices, in data mining, 1599
classifier functions, in Resource Governor, 1457
classifier functions, in Resource Governor, 1457
client connectivity
asynchronous operations and, 97
Configuration Manager for, 94–95
data types and, 98
enabling server connectivity, 93–94
MARS (Multiple Active Result Sets) and, 97–98
native client features, 96–97
overview of, 93
password handling, 98–99
SNAC (SQL Native Client), 95–96
software requirements for SNAC, 97
SQL Server protocols and, 94
clients
Analysis Services and, 1471–1472, 1503
client applications as component of database system, 35
for data mining in Excel, 1591
client/server database model, 5–6
CLR (Common Language Runtime), 10–11
Cluster Administrator tool, 1161
clustered indexes
creating physical schema and, 550
overview of, 1323
query path 2 (clustered index seek), 1329–1332
selecting, 1349
unordered heaps and, 1326–1327
classifiers, PowerPivot, 130, 135–137, 162–164
COALESCE() function, 206–207
collaboration scenarios, Sync Framework, 771–773
collation, ORDER BY clause and, 189–190
collections, XML schema, 483–487
column-level security, 331
columns
aliases, 188, 337
calculated columns, 546
Change Tracking by, 1280
constraints and defaults, 547–549
creating/using XML columns, 443–444
data types, 542–545
determining identity, 642–644
identifier columns, 379–381
names, 185–186, 530–531
primary key, 378–383
querying, 1245–1246
relational database design, 45–46
selecting for profiling, 1248
selecting, 1286
spatial columns, 330–335
sparse columns, 546–547
in temporal database design, 45–46
updating calculated columns, 394–395
user-data columns, 542
command-line
database maintenance from, 1009
installing failover clustering, 1149–1150
utilities, 19–20
comments, T-SQL, 562–563
COMMIT TRANSACTION, 1366
common joins. See inner joins
Common Language Runtime (CLR), 10–11
common table expressions. See CTEs
Compact Edition (CE), 21
comparison operators, 133, 175
compatibility level, configuring, 932
compatibility views, metadata, 23
completion notification, SQL Server Agent jobs, 1028
complex-logic cursors, 587–591
composable SQL, 260, 286–288
composite indexes
creating physical schema and, 552
overview of, 1324–1325
compression
backups and, 1070
data compression, 23
log compression, 1092
conceptual model, in database design, 46
concurrency
Smart Database Design, 38
snapshot isolation improving, 99
transaction performance strategies, 1413–1414
conditions, placing within outer joins, 243–244
Configuration Manager
configuring client connectivity, 94–95
maintaining failover clusters, 1161
overview of, 18–19
configuring SQL Server 2008
advanced properties, 914–919
ANSI-related properties, 923–929
connection options, 887–889
connection properties, 909–914
cursor properties, 921–923
database auto options, 919–921
database options, 887
database state properties, 931–933
displaying advanced options, 889–892
memory properties, 895–899
overview of, 883–884
processor properties, 899–900
recovery properties, 933–937
security properties, 906–909
server options, 884–887
start/stop properties, 892–895
trigger properties, 929–930
what’s new, 884
connected objects, ADO.NET, 147–148
connection managers, Integration Services, 832–833, 840–843
connection properties, configuring SQL Server, 902–914
connections
client. See client connectivity
curbing SQL Server, 887–889
creating new, 1007–1008
linking to external data sources, 695–696
compatibility
BI design and, 1464–1465
transaction integrity and See ACID (Atomic, Consistent, Isolated, and Durable)
constraints
check constraints, 389–390
default, 389
foreign key, 387–388
primary key, 378–383
security constraints, 395
unique key, 378–383, 1325
user-data columns, 547–549
containers, for control flow elements, 843–844
CONTAINS function, for word searches, 408–409
CONTAINSTABLE function, for word searches, 499–500
context menus, 106–107
control flow
configuring, 835–836
containers for control flow elements, 843–844
event handlers for, 839
PowerShell commands for, 134
precedence in, 836–838
tasks, 844–849
conversion functions, data types, 222–224
CREATE DATABASE...AS SNAPSHOT
derived table using
defined, 260
derived table using APPLY method, 280–281
overview of, 276
in the WHERE clause, 276–280
correlated user-defined functions, 630–632
CoType. OLEDB, 719
COUNT ( ) aggregate function, 291–293
counters, Performance Monitor, 1240–1242
covering index, 1338–1340
CPU(s) (central processing units)
configuring SQL Server processor properties, 899–906
managing, 73–74
resource pools for, 1454–1456
correlated user-defined functions, 630–632
GoType. OLEDB, 719
COUNT ( ) aggregate function, 291–293
counters, Performance Monitor, 1240–1242
covering index, 1338–1340
CPU(s) (central processing units)
configuring SQL Server processor properties, 899–906
managing, 73–74
resource pools for, 1454–1456
correlated user-defined functions, 630–632
CoType. OLEDB, 719
CREATE command
creating databases, 517–519
executing stored procedures, 609
T-SQL and, 1301
CREATE DATABASE...
command, T-SQL, 1061
CREATE SERVER AUDIT command, T-SQL, 1300
cross (unrestricted) joins, 230, 247–248
cross validation, in data mining, 1600
cross-database ownership chaining, 908–909
crosstab queries
CASE expression method, 311–312
dynamic, 312–313
overview of, 309
PIVOT method, 300–311
UNPIVOT method, 313–314
CRUD (create, retrieve, update, and delete), 666, 1347–1349
cryptography
certificates, 1202
hierarchy of keys, 1198
overview of, 1197
passphrase encryption, 1199–1200
symmetric key encryption, 1200–1202
TDE (transparent data encryption), 1203
types of encryption, 1197
what's new, 1198
CTEs (common table expressions)
defined, 259
overview of, 264–265
searching down subtree, 407–409
searching up subtree, 413
uses of, 260–261
CTP testing, 78
CUBE option, GROUP BY, 308–309
cubes
actions, 1497
aggregation design, 1499–1501
as alternative to views, 341
calculations, 1496
creating, 1478–1479
data storage and, 1501
dimension usage view, 1494–1496
integrating with data mining, 1611–1612
KPIs (key performance indicators), 1497
MXD queries for cube addressing, 1510–1511
overview of, 1491–1492
partitions, 1497–1499
perspectives, 1501
structure of, 1492–1494
cumulative totals
correlated subquery for, 315
multiple assignment variable for, 316–317
overview of, 314–315
strategic uses of cursors, 586
T-SQL cursor solution, 315–316
cursors
configuring SQL Server cursor properties, 921–923
limitations of, 579–580
managing, 581–583
observing in action, 583
refactoring complex-logic cursors, 587–591
scope of, 585
steps in life of, 580–581
strategies for right use, 586–587
transactions and, 585–586
types of, 583–584
updating with, 584–585
ecyclic errors, adjacency list pattern, 416
data auditing.
See auditing
data binding to controls, ADO.NET 3.5, 750
data collections, configuring in MDW, 1306–1308
data compression, 1415–1423
determining current settings, 1421–1422
enabling, 1422–1423
estimating, 1422
new features in SQL Server 2008, 23
overview of, 1415–1416
page compression, 1417–1420
procs/cons, 1416–1417
row compression, 1417
sequence of, 1420–1421
strategies for, 1424–1425
whole database compression, 1424
Data Compression Wizard, 1421–1423
Data Connection Wizard, 1580
data connections
connection file types, 1581
managing in Excel, 1578–1579
managing in SharePoint Server, 1579
Data Control Language (DCL), 9, 1187
data encryption.
See cryptography
data flow
configuring, 838
destinations, 852–854
sources, 850–852
transformations, 854–860
data integrity
ACID (Atomic, Consistent, Isolated, and Durable) properties and, 8
Analys Services, 1504
benefits of client/server model, 5
in database maintenance, 992
as database objective, 30
Data Manipulation Language.
See DML (Data Manipulation Language)
data mining
as add-in for Excel, 1586
with Analysis Services. See Analysis Services data mining
client for, 1591
Data Mining Wizard, Analysis Services, 1595–1597
data modification
ADO.NET 3.5, 749–750
alternatives to physically deleting data, 368
creating single row with default values, 355
creating table while inserting data, 355–358
deleting data, 365–367
inserting data, 348–349
inserting result sets, 352–355
inserting simple rows of values, 349–352
merging data, 369–373
overview of, 347
1628
D

See also SQL Server Agent
FROM
UPDATE
ansferring
See
relational database design
See also gn layers, 65
WITH CHECK OPTION
command (DDL), 517–519
INSERT
triggers, 391–392
triggers, 390–391
and

Database Audit Specification, SQL Audit, 1302
Database design patterns
data source tables, 57
data source views, 57
data sources in XML, 57
data sources in 
database design patterns, 57
data source columns, 57
data source relations, 57
data source properties, 57
data source types, 57
data source elements, 57
data source styles, 57

domain integrity lookup pattern, 61
entity-value pairs pattern, 63–64
many-to-many pattern, 56–59
one-to-many pattern, 55–56
one-to-one pattern, 56
overview of, 55
recursive pattern, 56–59
supertype/subtype pattern, 59–60
Database Diagram tool, 115–116
Database Engine
CLR (Common Language Runtime) and,
10–11
configuring, 84–85
FileStream, 12
iFTS (Integrated Full-Text Search),
11–12
key processes and components, 6–7
overview of, 6
policy-based management, 10
replication services, 11
Service Broker, 11
SMO (Server Management Objects), 12
Transact-SQL, 8–10
upgrading from SQL Server 2005, 87
Database Mail, 1028–1037
configuring, 1030–1037
overview of, 12, 1028–1029
database management systems (DBMS), 60
database master key, in cryptography, 1198
database mirroring, 815
checking configuration, 1108–1110
configuring, 1099–1108
defining, 1098–1099
drawbacks, 1099–1099
monitoring, 1115–1116
overview of, 1091–1094
pausing/removing, 1115–1116
prerequisites for, 1098–1099
switching roles, 1115
what’s new, 1092
Database Mirroring Monitor, 1111–1112
database snapshots
creating, 1061–1064
how they work, 1060–1061
overview of, 1059–1060
performance considerations and best
practices, 1067–1068
using, 1064–1067

database state properties, configuring SQL
Server, 931–933
database system, Smart Database Design,
34–36
data-based tasks, scripting, 159–161
data-level security, 1171
databases. See also relational database design
accessing local, 693–694
Analysis Services, 1473–1474
auto options, 919–921
basics of, 41–44
Change Tracking, 1268–1269
configuring access levels, 931–932
configuring SQL Server, 887
data base component of database systems, 35
design layers, 65, 534
digital, 44–45
enabling for CDC (Change Data
Capture), 1286–1287
integrity of, 988–989
objectives, 28–31
style guide for, 358
terminology, 45
whole database compression, 1424
databases, creating
configuring for file growth, 520–522
CREATE command (DDL), 517–519
file concepts, 519–520
overview of, 517
planning multiple filegroups, 525–526
using multiple files, 522–524
databases, managing
adding tasks to maintenance plan, 1003–1005
automating. See SQL Server Agent
commands, 1009
creating maintenance plan, 1002–1003
creating new connections, 1007–1008
database integrity and, 988–989
data integrity and, 992
DBCC commands, 985–988, 1001–1002
file size, 997–1001
fragmentation and, 993–995
index density, 996–997
index maintenance, 993
index statistics, 995–996
logging, 1008
monitoring, 1009–1010
mutual user concerns, 901
object-level validation, 992
overview of, 985
repairs, 989–991
scheduling maintenance, 1006–1007
task planning, 1002
what’s new, 986
databases, securing
application roles, 1185–1186
authentication, 1182–1186
fixed database roles, 1184–1185
granting database access, 1182–1184
guest login, 1182
overview of, 1182
databases, transferring
comparing transfer methods, 1041
Copy Database Wizard, 1039–1048
detaching and attaching databases, 1052–1054
Import and Export Wizard, 1054–1057
overview of, 1039
SQL Script, 1048–1051
what’s new, 1040
data-driven partitioning, 1450
data-model diagramming, 55
DataReaders, ADO.NET 3.5, 747
datasets
ADO.NET 3.5 DataSet, 737–740
calculated fields added to report
datasets, 1542
creating, 1533–1536
LINQ to DataSet, 796–801
Reportting Services, 1529–1530
date
data types, 544–545
scalar functions, 210–214
DBA Daily Checklist, for database
maintenance, 1010
DBCC commands, 985–988, 1001–1002
DBMS (database management systems), 60
DCL (Data Control Language), 9, 1187
Index

D


GROUP BY (continued)
ROLLUP option of, 306–308
simple groups of aggregated data, 296–297
syntactical flow of query statement, 168
values included with aggregate queries, 301–303
groups, access permissions, 1567
GUIDs (globally unique identifiers), 381–383, 536–537

I
identity columns, 379–381, 533, 535
IF statement, T-SQL procedural flow, 569–570
iFTS (Integrated Full-Text Search)
advanced search options, 501
creating catalogs, 494–496
FREETEXT searches, 507–508
full-text search catalogs, 494
fuzzy searches, 507
maintaining catalogs, 497–498
multiple word searches, 501–502
overview of, 11–12, 491–493
performance and, 508
phase searches, 502
pushing data to full-text index, 496–497
table searches, 499–500
thesaurus searches, 504–505
variable-word-weight searches, 505–506
what’s new, 493–494
wildcard searches, 502
word proximity searches, 502–503
word searches, 498–499

word-inflation searches, 504
IGNORE_DUPPLICATE_KEY, index options, 553
implicit transactions, 1369–1370
Import and Export Wizard, 1054–1057
index scan, query operations, 1327
index seek, query operations, 1327
indexed views, 331, 1352–1354
indexes
adjacency list pattern, 416
art of, 1321–1322
b-tree indexes, 1322–1323
clustered indexes, 1323
composite indexes, 1324–1325
configuring index memory for SQL Server, 899
density of, 906–907
filtering (new in SQL Server 2008), 23, 1331–1332
identifying key queries, 1346–1347
indexed views, 1352–1354
maintaining, 993
materialized-path pattern, 427
non-clustered indexes, 1324
overview of, 1321
page split problem, 1325
partitioned tables, 1449–1450
partitioning, 1440–1441
pushing data to full-text index, 496–497
query operations, 1327
selecting clustered index, 1349
selectivity and, 1326
Smart Database Design and, 37–38
statistics, 995–996
table CRUD analysis, 1347–1349
unique indexes and constraints, 1325
unordered heaps, 1326–1327
what’s new, 1322
XML, 487–488
indexes, creating
base index, 1350
composite indexes, 552
filegroup location, 552–553
filters, 553–556
include columns, 553
options, 553
overview of, 550–552
primary keys, 552
indexes, query path options
overview of, 1327–1329
query path 1 (fetch all), 1329
query path 2 (clustered index seek), 1329–1332
query path 3 (range seek query), 1332–1334
query path 4 (filter by non-key column), 1334–1335
query path 5 (bookmark lookup), 1335–1338
query path 6 (covering index), 1338–1340
query path 7 (filter by 2 x NC indexes), 1340–1342
query path 8 (filter by ordered composite index), 1334–1343
query path 9 (filter by unordered composite index), 1344
query path 10 (non-SARGable expressions), 1344–1346

index-level locking restrictions, 1387–1388
Information Age, 44
Information Architecture Principle, 28
Information Engineering, ER Diagramming, 55
information schema views, 23
import options, procedures, 353–355
inline table-valued functions calling, 628–629
correlated user-defined functions and, 630–632
creating, 628, 632
overview of, 627
parameters used with, 629–630
inner joins
ANSI standards, 234
creating, 231–233
defined, 230
multiple data source joins, 235–236
number of rows returned, 233–234
overview of, 230–231
red thing, blue thing example, 241–243
input parameters, stored procedures, 613–614
INSERT command
creating single row with default values, 355
data type/length impacting, 377–378
identity columns and, 379–381
inserting result sets from SELECT statement, 352–353
inserting result sets from stored procedures, 353–355
inserting simple rows of values, 349–352
overview of, 348–349
primary and unique key constraints impacting, 378–379
returning data from, 353
installing SQL Server 2008
attended installations, 81–85
consolidation vs. virtualization of servers, 78–79
CPU planning, 73–74
dedicated server, 78
disk-drive subsystem, 74–76
hardware selection, 73
memory planning, 74
migrating from Access, 87–88
Migration Assistant, 88–90, 91
network performance, 76–77
operating system options, 79
overview of, 73
remote installations, 86
removing SQL Server 2008, 90
server instances and, 79
service accounts and, 79–81
unattended installations, 85–86
upgrades, 86–87
INSTEAD OF triggers
comparing trigger types, 636
impacting INSERT, UPDATE, and DELETE commands, 390–391
overview of, 639–640
using in conjunction with AFTER, 630
Integrated Full-Text Search
See iFTS (Integrated Full-Text Search)
inertial installation, failover clustering
installation options, 1126
MDW (Management Data Warehouse) (continued) configuring, 1306–1308
default data warehouse, 1308–1309
new features in SQL Server 2008, 23 overview of, 1305
wait state information, 1257

**MDX (multidimensional expressions)**


**N**

**neutral network algorithm**, 1608
New Object/Relational Design (Nordic), 60, 667
NLCs (network interface cards), 76 nodes adjacency list pattern for determining levels and relationships, 415 inserting new nodes with HierarchyID, 432 materialized path pattern for determining level and location, 424–426 selecting single node with HierarchyID, 430 nodes, in failover clustering adding nodes to existing cluster, 1144–1146 creating single-node cluster, 1131–1144 overview of, 1120 removing, 1148–1149 nodes, XML, 451–452, 454–455 nodes() method, XML data type, 449–450 non-clustered indexes, 550, 1324 non-key joins, 249–250 Nordic (New Object/Relational Design), 60, 667

**normal forms**
1NF (first normal form), 66–67 2NF (second normal form), 67–68 3NF (third normal form), 69–70 4NF (fourth normal form), 70–71 5NF (fifth normal form), 71 BCNF (Boyce-Codd normal form), 70 overview of, 65 normalization, 47–48, 516–517 NOT (--), bitwise operator, 201 Notification Services, 87 NT logon, 1216–1218 NTILE() function, 325–326 NULL() function, 208–209 nulls aggregate functions ignoring, 293 COALESCE() function, 206–207 column constraints, 547–548 constraints impacting INSERT and UPDATE commands, 389 data integrity and, 1504–1505 handling, 206 ISNULL() function, 207–208 NULL() function, 208–209 overview of, 204 testing for, 204–206 numeric data types, 543–544

**O**
object credentials, PowerShell, 135–137 Object Explorer Database Diagram tool, 115–116 Details page of, 113 filtering in, 113 managing synonyms with, 346 navigating tree with, 110–112 overview of, 110 Query Designer tool, 116–118 report generation with, 118 Table Designer, 114–115 UDFs listed in, 624
objects
ownership, 1187
XE (extended events), 1263
offline scenarios, Sync Framework, 766–771
OLAP (Online Analytical Processing), 15–16
OLTP (online transaction processing), 32, 47, 1461
one-to-many pattern, in relational database design, 55–56
one-to-one pattern, in relational database design, 56
openDataSource(), distributed queries and, 706–708
OpenQuery(), 611, 709–710
OpenRowSet(), 710
OpenXML(), 481–482
operating systems (OSs)
options for installing SQL Server, 79
Windows Oss, 1119–1120
Operational databases, planning data stores and, 32
operators
bitwise, 199, 201
Boolean, 200–201
division and modulo, 198–199
LINQ standard query operators, 777–778
query execution plans, 1319
relational algebra, 227–228
SQL Server Agent, 1016–1017
optimistic locking, 1405
optionality, in relational database design, 52–54
OR (|) Boolean operator, 201
Oracle, 816, 1305
ORDER BY clause, 619–620
index options, 555
ordering the result set, 185–190
syntactical flow of query statement, 168
views and, 337–338
orphaned users, Windows authentication, 1177
OSs (operating systems)
options for installing SQL Server, 79
Windows Oss, 1119–1120
outer joins
creating, 238–240
defined, 230
foreign keys and, 240
full outer joins, 241
multiple, 244
overview of, 236–237
placing condition within, 243–244
red thing, blue thing example, 241–243
OUTPUT clause, returning modified data, 374–376
output parameters, stored procedures, 619–620
OVER() clause, windowing and, 320–322
object security, 1188–1194
granted permissions with code, 1189–1190
hierarchical role structures, 1191
Management Studio and, 1192–1193
overview of, 1188
permissions, 1188–1189
public role, 1190
revoke/revoking/denying permission with code, 1191
role management with code, 1190–1191
standard database roles, 1188
stored procedures execute as feature, 1193–1194
object-level validation, in database maintenance, 992
packages
configuring, 863–864
deploying, 864
executing, 839–840, 865
installing, 865
logging, 861–863
maintaining, 860–861
page compression, 1417–1420
padding, index, 554
page split problem, in indexing strategies, 1450
partitioned tables
creating, 1444–1445
indexing, 1449–1450
overview of, 1440–1441
querying, 1445–1446
switching, 1447–1449
partitioned views
distributed view, 1438–1440
local view, 1430–1438
overview of, 1429
partitioning, 1427–1451
altering partition tables, 1446–1447
creating partition function, 1441–1443
creating partition schemes, 1443–1444
creating partition tables, 1444–1445
data-driven, 1450
distributed partition views, 1438–1440
indexing partitioned tables, 1449–1450
local partition view, 1430–1438
overview of, 1427–1428
partitioned views, 1429
querying partition tables, 1445–1446
removing, 1450
rolling partitions, 1449
strategies for, 1428
switching tables, 1447–1449
tables and indexes, 1440–1441
partitions, Analysis Services, 1497–1499
passphrase encryption, 1199–1200
pass-through queries, 708, 873–876
passwords
handling expired, 98–99
SQL injection and, 681
patches, failover clustering, 1125, 1358–1161
PBM (policy-based management)
defining policies, 940–941
evaluating policies, 949–951
health conditions, 944–946
management facets, 941–943
overview of, 10, 939
policies, 946–949
what’s new, 24, 74, 940
peer-to-peer replication, 816, 825
PerfMon. See Performance Monitor
performance
auditing and, 1230–1231
balancing consolidation vs. virtualization, 78
client/server model and, 5
database snapshots and, 1067–1068
designing physical schema for, 513–516
HierarchyId and, 432–433
iFTS and, 508
normalization and, 47
scalability and, 31
Smart Database Design and, 39
snapshot isolation improving, 99
transaction strategies and, 1413–1414
views and, 341
Performance Logs and Alerts, 1241–1242
Performance Monitor
counters, 1240–1242
overview of, 19, 1237
Resource Governor and, 1457–1458
SQL Profiler integrated with, 1249–1250
System Monitor, 1238–1241
permissions
assigning in row-level security, 1207–1212
checking in row-level security, 1214–1218
granting object permissions, 1189–1190
item-level, 1568
Management Studio and, 1192–1193
revoke/revoking/denying object permission, 1190
types of object permissions, 1188–1189
perspectives, cube views, 1501
phantom rows, 1303–1304
phrase searches, IFTS, 502
physical flow, SQL queries, 171
physical layer, phases in database design, 46
physical schema
creating databases, 517–526
creating indexes, 550–556
creating keys, 532–542
creating tables, 526–532
creating user-data columns, 542–549
designing, 514–517
physical schema

managing optional data, 549–550

overview of, 513–514

in Smart Database Design, 36

what's new, 514

P (primary interop assembly), 719

pivot charts, Excel, 1584–1585

PIVOT method, crosstab queries, 309–311

pivot tables, Excel, 1382–1384

Plan Cache, 1358–1359

PL/SQL, to T-SQL conversions, 89–90

PLVs, to T-SQL conversions, 90–91

PostgreSQL, 1636

public role, object security, 1190

publishers, creating for replication, 880–881

publishing Access data, 880

Q

Query Designer

aggregate functions in, 293–294

creating views with, 322–323

derived tables, 272

graphical view of query statement, 169–170

inner joins, 231

outer joins, 230

overview of, 116–118

for working with data in reports, 1537–1538

Query Editor

bookmarks, 121

displaying results, 123

estimated query execution plans, 1314

executing SQL batches, 123

opening queries connected to servers, 119

opening sql files, 119–120

query execution plans, 1314–1316

query options, 122

shortcuts, 122

tips for developer use of, 120–121

viewing query execution plans, 123–125

Query Engine (Query Processor)

components of Database Engine, 6

tempdb and, 76

query execution plans

DMVs (dynamic management views), 1317–1318

estimating, 1314

interpreting, 1318

operators, 1319

overview of, 1313

Query Editor and, 1314–1316

query plan reuse and, 1359–1360

Showplan options, 1316–1317

SQL Profiler and, 1314–1316

viewing, 1313–1314

what's new, 1314

query flow

aggregate functions in, 293–294

creating views with, 322–323

derived tables, 272

graphical view of query statement, 169–170

inner joins, 231

outer joins, 230

overview of, 116–118

for working with data in reports, 1537–1538

query parameters, Reporting Services, 1530–1531, 1538–1542

query path options, indexes

overview of, 1327–1329

query path 1 (fetch all), 1329–1332

query path 2 (clustered index seek), 1329–1332

query path 3 (range seek query), 1332–1334

query path 4 (filter by non-key column), 1334–1335

query path 5 (bookmark lookup), 1335–1338

query path 6 (covering index), 1338–1340

query path 7 (filter by 2 x NC indexes), 1340–1342

query path 8 (filter by ordered composite index), 1342–1343

query path 9 (filter by unordered composite index), 1344

query path 10 (non-SARGable expressions), 1344–1346

query plan reuse and, 1359–1360

compiling queries, 1357

overview of, 1357

plan lifetime, 1359

Querier Optimizer and, 1358

query plan execution, 1359–1360

recompiling queries, 1360–1361

viewing Plan Cache, 1358–1359

queue memory, configuring SQL Server, 898

R

RAID (Redundant Array of Independent/Inexpensive Disks), 75–77

RAISERROR options, 956

range seek queries, 1332–1334

ranking

aggregate functions and, 326–327

functions, 322

NTILE() function, 325–326

overview of, 319

RANK() and DENSE_RANK() functions, 324–325

ROW_NUMBER() function, 322–324

what's new, 320

RBA (remote data access), 766

RDL (Report Definition Language), 1528

read committed, 1399–1402

read uncommitted, 1390–1391

RECOVER command, Service Broker, 810–812

record sets, 610, 747

recovering

backups and, 961–962

bulk operations and, 685–686

concepts, 954–955

configuring SQL Server recovery properties, 933–937

master database, 980–981

models for, 955–961

MSDB system database, 981–982

overview of, 953–954

performing backups, 962–967

performing complete recovery, 982

performing restores, 972–979

problem detection, 971

sequences, 972

transaction log and, 967–971, 1412

verifying backups, 967

what's new, 954

recursive pattern, in relational database design, 61–63

recursive relationships, self-joins, 244

recursive triggers, 648–650, 930

redundancy, failover clustering, 1121

Redundant Array of Independent/Inexpensive Disks (RAID), 75–77

reference data stores, 33

referential integrity, 30, 52

referential integrity (RI), 367–368, 537

Registered Servers feature, in SSMS, 107
relational algebra, 227–228
relational database design
1NF (first normal form), 66–67
2NF (second normal form), 67–69
3NF (third normal form), 69–70
4NF (fourth normal form), 70–71
BCNF (Boyce-Codd normal form), 71
 Benefi ts of digital databases, 44–45
cardinality, 52–53
database design layers, 65
domain integrity lookup pattern, 61
typefi ed value pairs pattern, 63–64
generalization, 49–51
keys, 51–52
many-to-many pattern, 56–59
Nordic O/R DBMS, 60
normalization and, 47–48
one-to-many pattern, 55–56
one-to-one pattern, 56
optionality, 52–54
overview of, 43–44
recursive pattern, 61–63
summary, 71–72
supertype/subtype pattern, 59–60
tables, rows, and columns, 45–46
relational division
exact, 285–286
overview of, 281–282
with remainder, 282–284
Relational Engine. See Database Engine
Relational multiplication, 261
relations, 228–230. See also tables
remainder, relational division with, 282–284
remote access, 912
remote data access (RDA), 766
remote installations, 86
remote login timeout, 912–913
remote query timeout, 912–913
remote stored procedures, 612–613
Remove Node operation, SQL Server
Installation Center, 1148
repeatable reads, transaction isolation levels, 1392–1395
REPLACE (), 360
replication
agents, 816–817
creating merge publication, 825–826
creating peer-to-peer topology, 825
creating publishers and distributors, 818–819
creating pull subscription to transactinal/snapshot publication, 824
creating push subscription to transactinal/snapshot publication, 823–824
creating snapshot/transactinal publication, 819–822
failover clustering and, 1125
overview of, 813–815
services, 11
transactional consistency and, 817
types of, 816
web synchronization, 826–827
Replication Management Objects (RMO), 142
Report Definition Language (RDL), 1528
Report Manager, 1563, 1567
report parameters, 1530–1531, 1539–1541
Report Wizard, 1534
Reporting Services. See SSRS (SQL Server Reporting Services)
reports
Access, 880
deploying, 1561–1564
designing, 1547–1551
formats, 1575
generating using database snapshots, 1065
generating with Object Explorer, 118
illustrating, 1596–1598
MDW (Management Data Warehouse), 1309
previewing, 1537
sections of, 1548
Tables property pages, 1551–1556
resource database, 22
Resource Governor
classifier functions, 1457
conﬁ guring, 1454
monitoring, 1457–1458
overview of, 1453–1454
resource pools, 1494–1495
workload groups, 1456
Resource Monitor component, Database Engine, 7
resource pools, 1494–1495
restore
performing with Management Studio, 972–973
performing with T-SQL code, 975–979
RESTORE command, 975–979
result sets
grouping within, 295–296
inserting from SELECT statement, 352–353
inserting from stored procedures, 353–355
ordering, 185–190
RETURN command, stored procedures, 620–621
RI (referential integrity), 367–368, 537
RMO (Replication Management Objects), 142
role switching
in database mirroring, 1116
in log shipping, 1089
roles, database
hierarchical role structures, 1191
Management Studio and, 1192
managing with code, 1190–1191
public, 1190
standard, 1188
roles, report, 1566
ROLLBACK TRANSACTION, 1366
rolling partitions, 1449
rolling upgrades, failover clustering, 1125,
1150–1158
ROLLUP option, of GROUP BY, 306–308
row compression, 1417
ROM_NUMBER() function, 322–324
row-level security
assigning permissions, 1207–1212
handling updates, 1212–1214
NT login, 1216–1218
overview of, 1205–1206
security table, 1206–1207
security-check function, 1215–1216
security-check stored procedure,
1214–1215
security-check trigger, 1218
rows
auditing, 1228–1229
Change Tracking by, 1275–1276
constructors, 260, 273–274
deleting duplicate, 383–387
determining latest version per, 1281
number returned by inner joins, 233–234
in relational database design, 45–46
selecting random row in queries, 194–195
versioning, 1400
RS (Reporting Services). See SSRS (SQL Server Reporting Services)
“Rules of One”, in normalization, 47–48
running sums. See cumulative totals
sandbox testing, 78
SANs (storage area networks), 74–76
Sarbanes-Oxley Act, 33
SARG (search argument), 1344–1346
save points, transaction, 1370
scalability
distributed partition views and, 1440
failover clustering providing, 1121
reasons for choosing SQL Server, 4
Smart Database Design, 38–39
Sync Services and, 765
scalar functions, 625–627
calling, 627
creating, 625–626
date and time functions, 210–214
limitations of, 625
overview of, 209
user information functions, 210
scalar subqueries, 265–267
scatter plots, for evaluating data mining models, 1599
Scenario Analysis, Excel, 1500
scheduled polling notification, Analysis Services, 1503
scheduling jobs, SQL Server Agent, 1027–1028
scheduling maintenance, 1006–1007
schema
conversion, 88
database creation and, 529–530
transaction lock modes, 1386
schema audit triggers, 1230–1231
Audit table and, 1234
creating, 1234–1235
overview of, 1233
scripts
ADO, 728–729
developing database schema with, 528–529
MDX queries, 1523
methods for generating, 1049
PowerShell, 137–142
SQL Script for transferring databases, 1048–1051
unit testing, 620
scroll cursors, 584
SDS (SQL Data Services), 22
**Index**

search argument (SARG), 1344–1346

security auditing and, 1230 authentication. See authentication authorization. See authorizing securables client/server model and, 5 column-level, 331 configuring SQL Server security properties, 906–909 constraints impacting INSERT, UPDATE, and DELETE commands, 395 cryptography. See cryptography as database objective, 31 DDL triggers and, 660–661 distributed, 698–699 DML triggers and, 642 row-level. See row-level security service account requirements, 1129 system access, 1567–1569 view protection, 341–345

security roles, Reporting Services, 1566 security table, in row-level security, 1206–1207 security-check function, 1215–1216 stored procedure, 1214–1215 trigger, 1218

SELECT statements advanced SELECT in MDX queries, 1517–1523 auditing, 1230 basic SELECT in MDX queries, 1512–1517

<table>
<thead>
<tr>
<th>S</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>where</strong></td>
<td>conditions, 175–182</td>
</tr>
<tr>
<td>SQL Script</td>
<td>1048–1051</td>
</tr>
<tr>
<td>SQL Server</td>
<td>2005, upgrading from, 87</td>
</tr>
<tr>
<td>SQL Server 2008</td>
<td>Access as front end for See Access brief history of, 13–14</td>
</tr>
<tr>
<td>components of</td>
<td>3–4</td>
</tr>
<tr>
<td>SQL Server</td>
<td>configuring See configuring SQL Server 2008</td>
</tr>
<tr>
<td>deprecated and</td>
<td>discontinued features, 24–26</td>
</tr>
<tr>
<td>editions, 20–22</td>
<td>installing See installing SQL Server 2008 PowerShell communication with, 142–147</td>
</tr>
<tr>
<td>SQL Server</td>
<td>extensions for, 161</td>
</tr>
<tr>
<td>alerts, operators, and jobs, 1016</td>
<td></td>
</tr>
<tr>
<td>Database Mail, 1028–1037</td>
<td></td>
</tr>
<tr>
<td>managing alerts, 1017–1021</td>
<td></td>
</tr>
<tr>
<td>managing jobs, 1021–1028</td>
<td></td>
</tr>
<tr>
<td>managing operators, 1016–1017</td>
<td></td>
</tr>
<tr>
<td>overview of, 1011</td>
<td>setting up, 1011–1016</td>
</tr>
<tr>
<td>SQL Server</td>
<td>Compact Edition (CE), 21</td>
</tr>
<tr>
<td>SQL Server</td>
<td>Installation Center, 1148</td>
</tr>
<tr>
<td>SQL Server</td>
<td>Integration Services. See SSIS (SQL Server Integration Services)</td>
</tr>
<tr>
<td>SQL Server</td>
<td>Management Studio. See SSMS (SQL Server Management Studio)</td>
</tr>
<tr>
<td>SQL Server</td>
<td>Migration Assistant (SSMA), 87–91</td>
</tr>
<tr>
<td>SQL Server</td>
<td>notifications, Analysis Services, 1503</td>
</tr>
<tr>
<td>SQL Server</td>
<td>Operating System (SQLOS), 7, 1255</td>
</tr>
<tr>
<td>SQL Server 2005</td>
<td>Profiler monitoring database mirroring, 1115</td>
</tr>
<tr>
<td>monitoring</td>
<td>deadlocks, 1381</td>
</tr>
<tr>
<td>views</td>
<td>transaction blocking with, 1373–1376</td>
</tr>
<tr>
<td>SQL Trace</td>
<td>overview of, 1243, 1250–1252</td>
</tr>
<tr>
<td>preconfigured</td>
<td>traces, 1252</td>
</tr>
<tr>
<td>views</td>
<td>new's, 1244</td>
</tr>
<tr>
<td>SQL Server</td>
<td>Ext (extended events) compared with, 1261</td>
</tr>
<tr>
<td>SQLOS (SQL Server Operating System), 7</td>
<td></td>
</tr>
<tr>
<td>SQLPS.exe, PowerShell, 161–162</td>
<td></td>
</tr>
<tr>
<td>SQLSERVER (PS drive), PowerShell, 162</td>
<td></td>
</tr>
<tr>
<td>SSIS (SQL Server Integration Services) connection managers, 832–833, 840–843</td>
<td></td>
</tr>
<tr>
<td>columns, stars, aliases, and expressions, 183–185</td>
<td></td>
</tr>
<tr>
<td>DISTINCT option of SELECT command, 191–192</td>
<td></td>
</tr>
<tr>
<td>graphical view of, 169–170</td>
<td></td>
</tr>
<tr>
<td>logical flow, 170–171</td>
<td></td>
</tr>
<tr>
<td>ordering the result set, 185–190</td>
<td></td>
</tr>
<tr>
<td>overview of, 167</td>
<td>physical flow, 171</td>
</tr>
<tr>
<td>summary, 193</td>
<td>syntactical flow, 168</td>
</tr>
<tr>
<td>TUP () option of SELECT command, 192–194</td>
<td></td>
</tr>
<tr>
<td>SQL Server</td>
<td>what's new, 1244</td>
</tr>
<tr>
<td>SSIS (SQL Server Integration Services)</td>
<td></td>
</tr>
<tr>
<td>SQLPS.exe</td>
<td>PowerShell, 161–162</td>
</tr>
<tr>
<td>SQLSERVER (PS drive)</td>
<td>PowerShell, 162</td>
</tr>
<tr>
<td>SSIS (SQL Server Integration Services)</td>
<td>connection managers, 832–833, 840–843</td>
</tr>
<tr>
<td>ENS (SQL Server Reporting Services)</td>
<td>connection managers, 832–833, 840–843</td>
</tr>
<tr>
<td>SSIS (SQL Server Integration Services)</td>
<td>connection managers, 832–833, 840–843</td>
</tr>
<tr>
<td>container for control flow elements, 843–844</td>
<td></td>
</tr>
<tr>
<td>control flow configuration, 835–838</td>
<td></td>
</tr>
<tr>
<td>control flow tasks, 844–849</td>
<td></td>
</tr>
<tr>
<td>Copy Database Wizard and, 1039</td>
<td></td>
</tr>
<tr>
<td>data flow configuration, 839</td>
<td></td>
</tr>
<tr>
<td>data flow destinations, 852–854</td>
<td></td>
</tr>
<tr>
<td>data flow sources, 850–852</td>
<td></td>
</tr>
<tr>
<td>data flow transformations, 854–860</td>
<td></td>
</tr>
<tr>
<td>design environment, 850–852</td>
<td></td>
</tr>
<tr>
<td>logging, 861–863</td>
<td>maintainable and manageable packages, 860–861</td>
</tr>
<tr>
<td>maintenance plan tasks, 849–850</td>
<td>overview of, 14–15, 829–830</td>
</tr>
<tr>
<td>package configuration, 863–864</td>
<td>package deployment, 864</td>
</tr>
<tr>
<td>package execution, 839–840, 865</td>
<td>package installation, 865</td>
</tr>
<tr>
<td>replication and, 814</td>
<td>variables, 833–834</td>
</tr>
<tr>
<td>XML and, 436</td>
<td></td>
</tr>
<tr>
<td>SSMS (SQL Server Management Studio)</td>
<td>assigning database roles, 1185</td>
</tr>
<tr>
<td>hacking up with, 962–965</td>
<td>configuring database mirroring, 1099–1105</td>
</tr>
<tr>
<td>configuring log shipping, 1074–1083</td>
<td>configuring Reporting Services, 1074</td>
</tr>
<tr>
<td>context menus, 106–107</td>
<td>detaching and attaching databases, 1052–1053</td>
</tr>
<tr>
<td>distributed queries and, 704</td>
<td>full-text search catalog, 497–498</td>
</tr>
<tr>
<td>generating scripts with, 1050</td>
<td>linking to SQL Server using, 694–697</td>
</tr>
<tr>
<td>maintaining failover clusters, 1161</td>
<td>Object Explorer. See Object Explorer object security with, 1192–1193</td>
</tr>
<tr>
<td>overview of, 18, 101–102</td>
<td>pausing/removing database mirroring, 1115–1116</td>
</tr>
<tr>
<td>Query Editor. See Query Editor server groups, 109</td>
<td>restoring with, 972–973</td>
</tr>
<tr>
<td>configuring</td>
<td>Solution Explorer. See Solution Explorer summery, 126–127</td>
</tr>
<tr>
<td>table design, 526–528</td>
<td>templates, 126</td>
</tr>
<tr>
<td>viewing transaction blocking with, 1373</td>
<td>what's new, 24, 102–103</td>
</tr>
<tr>
<td>window placement, 104–106</td>
<td>working with MDX queries, 1516–1517</td>
</tr>
<tr>
<td>SSRS (SQL Server Reporting Services), 17, 85, 87</td>
<td>authoring process, 1533</td>
</tr>
<tr>
<td>calculated fields added to datasets, 1542</td>
<td>creating project, 1533</td>
</tr>
<tr>
<td>creating report, 1533–1537</td>
<td>data sources for, 1528–1529</td>
</tr>
<tr>
<td>datasets, 1529–1530</td>
<td>design basics, 1547–1551</td>
</tr>
<tr>
<td>illustrating data with charts and gauges, 1556–1558</td>
<td>overview of, 1527</td>
</tr>
<tr>
<td>Query Designer for working with data, 1537–1538</td>
<td>query parameters and report parameters, 1530–1531</td>
</tr>
<tr>
<td>query parameter for selecting and filtering data, 1538–1542</td>
<td>RDL (Report Definition Language), 1528</td>
</tr>
<tr>
<td>report layout and content, 1531</td>
<td>Reporting Services Web Service, 1563–1564</td>
</tr>
<tr>
<td>Tablix property pages, 1551–1556</td>
<td>working with data, 1537</td>
</tr>
<tr>
<td>working with expressions, 1544–1547</td>
<td>XML and, 435</td>
</tr>
<tr>
<td>XML data sources, 1542–1544</td>
<td>RS (SQL Server Reporting Services), administeringD</td>
</tr>
<tr>
<td>configuring security roles, 1566</td>
<td>configuring server properties, 1564–1565</td>
</tr>
<tr>
<td>configuring with Management Studio, 1566</td>
<td>configuring with Report Manager, 1567</td>
</tr>
<tr>
<td>deploying reports, 1561–1564</td>
<td>linked reports, 1569–1570</td>
</tr>
<tr>
<td>managing system access, 1567–1569</td>
<td>overview of, 1559</td>
</tr>
<tr>
<td>subscriptions, 1570–1575</td>
<td>what's new, 1560</td>
</tr>
<tr>
<td>SSBB (SQL Server Service Broker)</td>
<td>configuring message queues, 808–809</td>
</tr>
<tr>
<td>monitoring, 812</td>
<td>overview of, 11, 807</td>
</tr>
<tr>
<td>receiving messages, 810–812</td>
<td>sending messages to queues, 809</td>
</tr>
<tr>
<td>what's new, 808</td>
<td>XML and, 435</td>
</tr>
<tr>
<td>Standard Edition, SQL Server editions, 20–21</td>
<td>star schema, for data warehousing, 1462–1463</td>
</tr>
<tr>
<td>stars (*) reasons for not using SELECT *, 184</td>
<td>wildcard operator, 183</td>
</tr>
<tr>
<td>start/stop properties, configuring SQL Server, 802–809</td>
<td>startup</td>
</tr>
<tr>
<td>accounts, 80</td>
<td>stored procedures, 809–809</td>
</tr>
<tr>
<td>static cursors, 584</td>
<td>statistics, 294–295</td>
</tr>
<tr>
<td>STATISTICS NORECOMPUTE, index options, 555</td>
<td>storage area networks (SANs), 74–76</td>
</tr>
<tr>
<td>Storage Engine</td>
<td>components of Database Engine, 7</td>
</tr>
<tr>
<td>components of Database Engine, 7</td>
<td>stored messages, error handling an, 597–600</td>
</tr>
<tr>
<td>stored procedures</td>
<td>compiling, 610</td>
</tr>
<tr>
<td>CRUD stored procedures, 667–671</td>
<td>encrypting, 610–611</td>
</tr>
<tr>
<td>executing, 609</td>
<td>Google-style search procedures, 667–671</td>
</tr>
<tr>
<td>iterating over with a cursor, 586</td>
<td></td>
</tr>
</tbody>
</table>
stored procedures (continued)
LINQ to SQL and, 789–790
output parameters, 619–620
overview of, 507–608
parameter defaults, 614–615
vs. parameterized ad-hoc queries, 744–746
passing data to, 613
path and scope of returning data, 621–622
protective layer of, 665
within queries, 611–612
remote, 612–613
RETURN command, 620–621
returning data from, 618
returning record set with, 610
returning data into, 375–376
storage, 894–895
security-check, 1214–1215
returning data from, 618
overview of, 532–534
uniqueidentifier surrogate primary keys, 536–537
suspending wait state, 1255
Sync Framework
architecture, 760–762
collaboration scenarios, 771–773
example, 752–759
offline scenarios, 766–771
overview of, 751, 760
sync knowledge, 762–763
Sync Services for ADO.NET 2.0, 764–765
synchronization fundamentals, 763–764
what’s new, 759–760
Sync Services component for ADO.NET 2.0, 764–765
collaboration scenarios, 771–773
offline scenarios, 766–771
overview of, 760
what’s new, 759–760
synchronization, Change Tracking and, 1267, 1276–1280
synchronous database mirroring, 1095
synonyms, compared with views, 345–346
synchical flow, SQL queries, 168
sys.database_mirroring, 1109–1110
sys.database_mirroring_witnesses catalog view, 1111
Sys�database�mirroringsynonym, 1095
Table report item, 1549
table scan, query operations, 1327
tables
AGE(), aggregate function, 289
tables, creating
row constructors, 273–274
collator, 265–267
simple subqueries, 262–263
summary, 268
uses of, 260–261
using as lists, 267–270
using as tables, 270–273
what’s new, 262
subqueries
ALL, SOME, and ANY, 274–275
comparing with joins, 228
correlating a derived table using APPLY method, 280–281
correlating in the WHERE clause, 270–280
CTEs (common table expressions), 264–265
overview of, 259–260
row constructors, 273–274
column names, 530–531
view definitions, 529–530
scripts, 528–529
creating data-driven, 1571–1573
e-mail delivery settings for, 1574
file share delivery settings for, 1575
leveraging power of, 1570–1571
subtree queries, with adjacency list pattern
overview of, 407
recursive CTE applied to searching down subtree hierarchy, 407–409
recursive CTE applied to searching up subtree hierarchy, 413
user-defined functions applied searching down subtree hierarchy, 410–412
user-defined functions applied to searching up subtree hierarchy, 414
subtree queries, with HierarchyID, 431
subtree queries, with materialized-path pattern
determining if node is in subtree, 424–425
overview of, 422
searching down hierarchy, 422
searching up hierarchy, 422–424
SUM() aggregate function
nulls and, 293
overview of, 291–292
windowing and ranking and, 326–327
sums, 586
See also cumulative totals
super-type/sub-type pattern, in relational database design, 48
supporting (associate tables) layer, in database design, 534
surrogate keys
BI design and, 1464
deleting duplicate rows, 385–386
identity column surrogate primary keys, 535
overview of, 532–534
uniqueidentifier surrogate primary keys, 536–537
suspending wait state, 1255
Symmetric key encryption, 1197, 1200–1202
time-sensitive data, strategic uses of cursors, 1067
tables
CDC (Change Data Capture)
enabling, 1287–1288
querying change tables, 1200–1202
walking through change tables, 1294
tables, creating
temporal tables
Table Designer, 114–115
table report item, 1549
table scan, query operations, 1327
tables, accessing data in local tables, 873–874
alases, 173
creating while inserting data, 355–358
walking for Change Tracking, 1270–1272
identifying entities in database design, 46
joining XML nodes with relational tables, 451–452
linking Access to, 871–873
partitioned. See partitioned tables
querying multiple tables using LINQ to Entities, 805–806
in relational database design, 45–46
returning data into, 375–376
scripting, 152–156
storing Change Tracking data in internal tables, 1272–1273
subqueries as, 270–273
table CRUD analysis, 1347–1349
trigger for inserted and deleted logical tables, 644–645
updating data while referencing multiple tables, 360–365
variables, 576–577
without primary keys, 384
tables, CDC (Change Data Capture)
enabling, 1287–1288
querying change tables, 1200–1202
walking through change tables, 1294
tables, creating
column names, 530–531
file groups, 531–532
Management Studio for designing tables, 526–528
overview of, 526
schemas, 529–530
scripts, 528–529
table-valued functions, 627–634
table-valued parameters (TVPs), 24, 94, 616–618
Tablix, 23, 1551–1556
tasks
adding to maintenance plan, 1003–1006
control flow, 844–849
planning maintenance tasks, 1002
TCP/IP, 94–95
TDE (transparent data encryption), 1203
tempdb database, 22, 76, 356
templates, SMS (SQL Server Management Studio), 126
temporary tables
global, 575
local, 574–575
memory vs. disk and, 576–577
test databases, snapshots for maintaining, 1067
tests
availability testing, 1070–1072
unit testing, 620
thesaurus searches, 504–505
 theta @ joins, 230, 249
time
data types, 544–545
scalar functions, 210–214
time dimension, 1488
time series algorithm, 1610–1611
time-sensitive data, strategic uses of cursors, 586
tlogs, 152–156
T-logs. See transaction logs

T
TOP option, of SELECT command, 192–194
tracing, See SQL Trace
tracking changes, See Change Tracking
transactions
ACID properties and, 8
CDC (Change Data Capture) and, 1285
database mirroring and, 1095
log shipping and, 1070
modifying/removing log shipping, 1087
monitoring log shipping, 1085–1086
recovery planning and, 967–971
shrinking size of, 1000–1001
transactional consistency, replication and, 817
transactional integrity, 30
transactional replication
creating, 819–822
overview of, 816
pull subscriptions, 824
push subscriptions, 823–824
transactions
ACID properties, 1365
application lock design, 1405–1408
application locks, 1403–1404
checkpoints, 968–969
cursors and, 585–586
deadlocks, 1377–1383
default behaviors, 1370–1372
distributed transactions, 710–713
DML triggers and transaction flow, 636–637
implicit transactions, 1369–1370
index-level locking restrictions, 1378–1388
isolation level 1 (read uncommitted/dirty read), 1390–1392
isolation level 2 (repeatable read), 1392–1395
isolation level 3 (serializable), 1395–1399
isolation levels, 1388–1390
lock dispositions, 1387, 1389
lock granularity, 1383–1384
lock modes, 1384–1386
lock timeouts, 1386
locking hints, 1402–1403
log architecture, 1408–1412
logical transactions, 1366–1367
monitoring locking and blocking, 1373–1377
nested transactions, 1368–1369
performance strategies, 1413–1414
programming transactions, 1366
save points and, 1370
snapshot isolation, 1399–1402
transactional integrity, 1363
trigger for determining updated columns, 642–644
trigger for handling aggregation, 651–652
trigger for inserting/deleting logical tables, 644–645
trigger for inventory transactions, 652–655
what’s new, 1364
Xact_Abort, 1368
Xact_State(), 1367–1368
Transact-SQL
See T-SQL (Transact-SQL)
transferring databases, See databases, transferring
transformations, data flow, 854–860
transparent data encryption (TDE), 1203
triggers
AFTER triggers, 391–392
configuring SQL Server trigger properties, 929–930
DDL. See DDL triggers
DML. See DML triggers
INSTEAD OF triggers, 390–391
schema auditing, 1233–1235
security-check, 1218
troubleshooting
Access, 876
data mining models, 1601–1602
failover clusters, 1163–1164
TRY...CATCH method, 600–604
T-SQL (Transact-SQL)
assigning database roles, 1185
backing up with, 965–967
batch, 560–562
configuring database mirroring, 1025–1028
configuring log shipping, 1083–1084
CREATE DATABASE...AS SNAPSHOT command, 1061
creating Audit object using, 1300
creating full-text search catalog, 496
cursor solution for cumulative totals, 315–316
date and time functions, 210–214
debugging, 567
dMVs (dynamic management views), 572
dynamic lock management, 588
error handling, See error handling, T-QL formatting, 562–563
global temporary tables, 575
granulation database access, 1183–1184
granulation permissions, 1189–1190
inner joins, 231–233
linking to SQL Server using, 697–700
local temporary tables, 574–575
managing full-text search catalog, 498
managing object roles, 1190–1191
outer joins, 238–240
overview of, 559
PL/SQL to T-SQL conversions, 89
primary joins, 231–233
primary keys, 378–383, 547
programming transactions, 1366
row-level security and, 1212–1214
schema, 572
scalar functions, 572
sp_help, 572–573
SQL Server based on, 8–9
SQL Server Management Studio, 18
SQL Trace, 19
troubleshooting
Access, 876
data mining models, 1601–1602
failover clusters, 1163–1164
TRY...CATCH method, 600–604
T-SQL (Transact-SQL)
assigning database roles, 1185
backing up with, 965–967
batch, 560–562
configuring database mirroring, 1025–1028
configuring log shipping, 1083–1084
CREATE DATABASE...AS SNAPSHOT command, 1061
creating Audit object using, 1300
creating full-text search catalog, 496
cursor solution for cumulative totals, 315–316
date and time functions, 210–214
debugging, 567
dMVs (dynamic management views), 572
dynamic lock management, 588
error handling, See error handling, T-QL formatting, 562–563
global temporary tables, 575
granulation database access, 1183–1184
granulation permissions, 1189–1190
inner joins, 231–233
linking to SQL Server using, 697–700
local temporary tables, 574–575
managing full-text search catalog, 498
managing object roles, 1190–1191
outer joins, 238–240
overview of, 559
PL/SQL to T-SQL conversions, 89
primary joins, 231–233
primary keys, 378–383, 547
programming transactions, 1366
row-level security and, 1212–1214
schema, 572
scalar functions, 572
sp_help, 572–573
SQL Server based on, 8–9
SQL Server Management Studio, 18
SQL Trace, 19
try...catch... statements, 926–930
views for, 340
what’s new, 560
upgrading installations, 85–86
Unified Dimensional Model (UDM), 1471
unions
difference union, 256
intersection union, 255–256
overview of, 254
UNION ALL query, 254–255
what’s new, 229
unique indexes, 553, 1325
unique keys, 378–383, 547
uniqueidentifier data type, 630–631
unit testing, 620
unknown members, data integrity and, 1505
unordered heaps, 1326–1327
UNPIVOT method, crosstab queries, 313–314
untyped XML, 439, 442–443
UPDATE command
data type length impacting, 377–378
overview of, 358
primary and unique key constraints impacting, 378–379
returning data from, 374
updating data, 360–365
updating single table, 359
with user-defined functions, 588
update locks, transaction lock modes, 1385
updates
cursors for, 584–585
duplicate rows, 541–542
row-level security and, 1212–1214
trigger for determining updated columns, 642–644
views for, 340
upgrade installations, 86–87
upsert operations, 369
usability, 29, 47
user information, scalar functions, 210
user interface
what’s new, 624
UDM (Unified Dimensional Model), 1471
UI (user interface)
BOL (Books Online), 20
command-line utilities, 19–20
Configuration Manager, 18–19
Management Studio, 18
overview of, 17
Performance Monitor, 19
Profiler/Trace, 19
unary pattern, in relational database design, 61
unattended installations, 85–86
what’s new, 624
Unified Dimensional Model (UDM), 1471
Index

user-data columns (continued)
sparse columns, 546–547
user-defined functions, See UDFs
(user-defined functions)
users
access permissions, 1567
configuring maximum connections, 909–910
user accounts, 1172
user-defined integrity, 30
user-defined roles, 1188
user-defined types, 98

W
wait states, 1255–1258
wait times, configuring memory for SQL Server, 898
warm standby availability, 1071–1072
Web Edition, SQL Server editions, 21
web synchronization, merge replication, 826–827
WHERE clause
as slicer, 1513
SQL query flow, 175–182
synaxical flow of query statement, 168
WHILE clause, T-SQL procedural flow, 570–571
window placement, SSMS management of, 104–106
windowing
aggregate functions and, 326–327
deleting duplicate rows, 384–385
OVER() clause, 320–321
overview of, 563
SET and SELECT commands, 564–565
table variables, 576
using within SQL queries, 586–587
variable-word-weight searches, iFTS, 505–506
version numbers
Change Tracking and, 1273–1274
determining latest version per row, 1281
views
altering and dropping, 336
WITH CHECK OPTION impacting INSERT and UPDATE operations, 393–394
column aliases options, 337
column-level security and, 331
creating with DDL code, 334
creating with Query Designer, 332–333
executing, 334–336
linking Access to, 871–873
nesting, 338–339
non-updateable views impacting INSERT, UPDATE, and DELETE commands, 392–393
ORDER BY and, 337–338
overview of, 329
performance and, 341
protecting, 341–345
reasons for using, 529–530
restrictions on, 338
security and, 1195
synonyms, 345–346
updating through use of, 340
virtual tables. See views
Visual SourceSafe, 125
Visual Studio 2008, 740, 1532
packages, 1262–1263
sessions, 1263–1265
SQL Audit based on, 1297
XML AUTO, 455–457
XML EXPLICIT, 458–464
XML RAW, 457–458
XML Schema Definition Language (XSD), 439, 487
XML support. See also LINQ to XML
accessing parent node, 454–455
best practices, 488–489
creating/using XML columns, 443–444
data modification, 477–480
declaring/using XML variables, 444–445
generating XML documents, 437
generating XML namespaces, 471–472
generating XML schema information, 470–471
indexes, 487–488
joining XML nodes with relational tables, 451–452
limitations of XML data type, 447–448
loading/querying XML documents from disk files, 446–447
namespace management, 480
OPENXML(), 481–482
overview of, 435–436
processing capabilities, 436
querying XML documents, 437–438
report data sources, 1542–1544
script for creating sample XML document, 440–441
SNAC support for XML data types, 48
TYPE directive, 468–469
typed and untyped XML, 442–443
using XML parameters and return values, 445–446
validating XML documents, 438–439
variables and filters used in XQuery expressions, 452–454

V
validation
SSMA (SQL Server Migration Assistant), 90
XML documents, 438–439
value() method, XML data type, 449
variables
Integration Services, 833–834
XML, 444–445
in XQuery expressions, 452–454
variables, T-SQL conditional SELECT, 566
default and scope, 563–564
increment feature, 565–566
multiple assignment variable, 567–568
overview of, 563
SET and SELECT commands, 564–565
table variables, 576
using within SQL queries, 586–587
variable-word-weight searches, iFTS, 505–506
version numbers
Change Tracking and, 1273–1274
determining latest version per row, 1281
views
altering and dropping, 336
WITH CHECK OPTION impacting INSERT and UPDATE operations, 393–394
column aliases options, 337
column-level security and, 331
creating with DDL code, 334
creating with Query Designer, 332–333
executing, 334–336
linking Access to, 871–873
nesting, 338–339
non-updateable views impacting INSERT, UPDATE, and DELETE commands, 392–393
ORDER BY and, 337–338
overview of, 329
performance and, 341
protecting, 341–345
reasons for using, 529–530
restrictions on, 338
security and, 1195
synonyms, 345–346
updating through use of, 340
virtual tables. See views
Visual SourceSafe, 125
Visual Studio 2008, 740, 1532
packages, 1262–1263
sessions, 1263–1265
SQL Audit based on, 1297
XML AUTO, 455–457
XML EXPLICIT, 458–464
XML RAW, 457–458
XML Schema Definition Language (XSD), 439, 487
XML support. See also LINQ to XML
accessing parent node, 454–455
best practices, 488–489
creating/using XML columns, 443–444
data modification, 477–480
declaring/using XML variables, 444–445
generating XML documents, 437
generating XML namespaces, 471–472
generating XML schema information, 470–471
indexes, 487–488
joining XML nodes with relational tables, 451–452
limitations of XML data type, 447–448
loading/querying XML documents from disk files, 446–447
namespace management, 480
OPENXML(), 481–482
overview of, 435–436
processing capabilities, 436
querying XML documents, 437–438
report data sources, 1542–1544
script for creating sample XML document, 440–441
SNAC support for XML data types, 48
TYPE directive, 468–469
typed and untyped XML, 442–443
using XML parameters and return values, 445–446
validating XML documents, 438–439
variables and filters used in XQuery expressions, 452–454

X
Xact_Abort, 1368
Xact_State(), 1367–1368
XE (extended events)
components of, 1261–1262
objects, 1263
overview of, 1261
packages, 1262–1263
sessions, 1263–1265
SQL Audit based on, 1297
XML AUTO, 455–457
XML EXPLICIT, 458–464
XML RAW, 457–458
XML Schema Definition Language (XSD), 439, 487
XSINIL
XQuery
FLWOR queries with, 473–475
functions, 476–477
new features, 475–476
simple queries with, 472–473
variables and filters used in XQuery expressions, 452–454
XSD (XML Schema Definition Language), 439, 487
XSINIL directive, 469–470