Chapter 1

Optimizing System
Architecture Usage

ALTHOUGH LINUX IS A software product, it depends heavily on the hardware upon which it
runs—and Linux runs on a very wide range of hardware. For this reason, knowing how to get
Linux working best with your computer’s hardware is a critically important skill, which is why this
book begins with several chapters on hardware. This chapter begins the examination with several
hardware components that reside on the motherboard or on boards attached directly to it—the
CPU, video hardware, and audio hardware. This chapter also describes how to get Linux to recog-
nize hardware devices, including many covered in subsequent chapters. Finally, this chapter con-
cludes with a look at the /proc filesystem, which is a window onto the hardware. Knowing how to
use /proc can help you diagnose and fix hardware problems.

Getting the Most from Your CPU

The CPU is the heart of your computer. It executes your Linux programs, including the Linux
kernel. Therefore, picking the right CPU is important when you buy a new computer or upgrade
an existing one. Even if you're not planning to upgrade your system soon, you can take steps to
improve Linux performance on your existing CPU. In some cases, setting incorrect optimizations
can prevent a program from running; but usually, the wrong optimizations merely degrade per-
formance slightly.

Understanding and Choosing CPUs

The Linux kernel was originally written for the Intel 80386 (or i386) CPU. This CPU is part of
a family of CPUs known as the 80x86, x86, or Intel Architecture 32 (1A-32) family. These CPUs
all have similar capabﬂities and run more-or-less the same programs, although there are exceptions
to this rule. Other architectures are available, though, and Linux runs on many of them. If you’re
planning to buy a new computer, you may want to consider some of these alternatives to the
ubiquitous IA-32 systems. First, T'll explain the architectures of the most popular desktop com-
puter CPUs, followed by some tips on choosing the right CPU for your needs.
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1A-32, 1A-64, X86-64, PPC, AND MORE
The most popular CPU architectures for desktop computers in 2003 are the following:

IA-32  These CPUs power the vast majority of computers sold from the late 1980s to the pres-
ent. Intel, AMD, VIA, and Transmeta are selling TA-32 CPUs in 2003, and other companies have
sold them in the past. The most popular TA-32 CPU s of late are Intel’s Pentium 4, Intel’s Celeron,
AMD’s Athlon, and AMD’s Duron. The 32 in IA-32 refers to the fact that these CPUs have 32-bit
data busses, meaning that they move data in 32-bit chunks. This 32-bit architecture has been ade-
quate for over a decade, but increases in RAM capacity and new concepts in low-level CPU design
make it desirable to retire this venerable CPU line. In 2003, both Intel and AMD are pushing new
64-bit CPUs. Time will tell how successtul each is in this endeavor.

NOTE  Linus Torvalds, the creator of the Linux kernel, now works for Transmeta. Therefore, the Linux kernel includes
unusually good support for some Transmeta CPU features. These CPUs are uncommon in desktop systems, though; they’re

most popular in portable devices.

TA-64 Intel’s 64-bit CPU architecture is known as IA-64, and it is being sold under the Itanium
name. [tanium is a high-performance 64-bit architecture that’s being targeted initially at the high-
end workstation and server markets. As such, IA-64 systems tend to be expensive. The TA-64
CPU is capable of running IA-32 programs in a compatibility mode, but performance suffers
greatly in this mode, and you can't run IA-64 and TA-32 programs at the same time. Aside from
the TA-32 cornpatibility mode, the IA-64 was intended in part to discard much of the historical
baggage that’s accumulated with the IA-32 architecture over the years.

x86-64 AMD’s 64-bit architecture goes by the name x86-64, with chips sold under the names
Opteron and Athlon 64. As the name implies, x806-64 is a 64-bit derivative of the 32-bit x86 (IA-32)
architecture. As such, it’s a less drastic deviation from IA-32 than is IA-64, and performance when
running IA-32 programs doesn't suffer greatly. It’s also possible to run x86-64 and IA-32 pro-
grams side—by—side, which should make the transition from IA-32 to x86-64 relatively painless.

PowerPC  This CPU (often called PPC) was developed jointly by Motorola, Apple, and IBM as
a successor to Motorola’s 680x0 CPU series, which were most cornrnonly found in Apple Macin-
toshes from the 1980s and early 1990s. PPC CPUs are common in more modern Macintoshes,
in some IBM workstations, and in a few less mainstream systems, such as the AmigaQne. The

PowerPC was originally designed as a 32-bit architecture with little historical baggage, unlike the
TA-32 and x86-64 CPUs. A 64-bit version is now available, as well.

Alpha  The 64-bit Alpha CPU was originally developed by Digital Equipment Corporation
(DEC), but DEC went out of business and Compaq bought much of DEC, including the rights
to the Alpha CPU. With the merger of Compaq and Hewlett-Packard (HP) in 2002, the Alpha
CPU now belongs to HP, but it appears that HP intends to let the design die. Alpha CPU:s found
their way into many high-performance workstations and servers, but t:hey never became a viable
competitor to IA-32 or PPC for most consumers.

MIPS The MIPS CPU line includes both 32- and 64-bit variants. These CPUs are most com-
rnonly found in embedded devices, such as dedicated routers, digital cable boxes, digital video



GETTING THE MOST FROM YOUR CPU

recorders, and video game systems. Some of these devices run Linux; therefore, Linux and MIPS
are closely related—but in ways that are not obvious to most people.

SPARC SPARC and UltraSPARC CPUs are used by Sun in its workstations, which usuaﬂy run
Solaris. Linux can also run on most Sun workstations, so if you want to use an UleraSPARC
CPU for a Linux workstation or server, you can.

CHOOSING THE RIGHT CPU

For the most part, you must obtain software that’s been compiled for a specific architecture in order
to use software on that computer. For instance, to run Linux on an iMac, you need a PPC Linux dis-
tribution. The same applies to specific programs. For instance, if you want to run WordPerfect, you
can only do so on the IA-32 architecture, because WordPerfect is a commercial program that’s only
been released for TA-32 systems. Most Linux software is available with source code, though, and so
it can be readily recompiled for any CPU type. Therefore, in many ways, the CPU family you use
doesn't matter; you can run common software such as Apache, sendmail, Mozilla, and KMail on any
architecture.

One important consideration concerning Linux and different CPUs is the availability of Linux
distributions for various CPU types. Table 1.1 summarizes the availability of some of the most pop-
ular Linux distributions on various CPUs. At the time of writing, x86-64 support is lacking, but it’s
Iikely to materialize in 2003. In most cases, the non-IA-32 versions of distributions Iag behind their
IA-32 counterparts by a version or two—for instance, Mandrake 9.0 for IA-32 versus 8.2 for PPC.
Overall, if you want to run Linux on a non-IA-32 architecture, Debian is the safest choice, although
there are other options for some CPUs.

TABLE 1.1: LINUX DISTRIBUTIONS AND CPUS

CPU DEBIAN MANDRAKE RED HAT SLACKWARE SUSE

1A-32 Y Y Y Y Y

1A-64 Y - Y - -

x86-64 Likely in 2003 Likely in 2003 Likely in 2003 - Likely in 2003
PowerPC Y Y - - Y

Alpha Y - Y (very old) - Y

MIPS Y - - - -

SPARC Y - Y (very old) - -

CPUs differ in some performance details. In particular, the IA-32 architecture is notorious for
poor floating-point math performance, which makes it a poor choice for certain types of scientific
simulations, ray-tracing graphics, and other tools that perform heavy floating-point math computa-
tions. Details differ by specific CPU model, though. For most desktop and even server purposes, this

limitation is unimportant.
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CPU manufacturers often make a big deal of whether their CPUs use a traditional complex
instruction set computer (CISC) design or a reduced instruction set computer (RISC) design. IA-32
and its derivatives use a CISC design, whereas PPC, Aipha, SPARC, and MIPS use RISC designs.
(The TA-64 uses a mixed design.) CISC CPUs feature more complex instruction sets, and they
require more clock cycles to execute a single instruction than do the simpler instructions in RISC
architectures. Therefore, RISC CPUs can often do more at any given clock speed, as measured in
megahertz (MHz), than can CISC CPUs—but other factors come into play, as well. For instance,
some tasks require more operations to perform with a RISC CPU than with a CISC CPU.

TIP When comparing CPU speeds, you should examine benchmarks designed for this purpose, not the CPUS speeds in mega-
bertz. Even within a CPU family, design differences between models make directly comparing CPU speeds tricky at best.

One other CPU design factor deserves mention: endianness. This word refers to the way that data
are stored within a single 32- or 64-bit word. Data are broken up into 8-bit bytes, which may be
stored with the least significant bit (LSB) first (aka little-endian) or the most significant bit (MSB)
first (aka big~endian) TA-32, its derivatives, and Alpha are little-endian architectures, but SPARC is
big—endian, and PPC and MIPS can work in either mode. Which mode a CPU uses is unimportant
in terms of performance, but this feature can sometimes have consequences if programs are written
to assume one encoding method or another. For instance, if a program stores data files by dumping
data structures direcdy to disk, those files may not be readable by the same program compiled on
another architecture. Most programs are smart enough to detect this difference and compensate, but
some (mostly little-known and specialized tools) aren’t, so you should be aware of the problem.

WITHIN-FAMILY DIFFERENCES

CPU design isn't static. Over the years, each architecture has spawned multiple CPU designs. New
models frequently introduce new features, typically while maintaining compatibility with older
designs. Therefore, old software can run on new CPUs, but to take full advantage of the new CPUs,
software must be recompiled. This recornpilation sometimes makes binaries incompatible with the
older CPUs. The upcoming section, “Improving Performance with Compile-Time Options,”
describes some of the speciﬁcs of how to do this job.

Within the IA-32 family, there are several different general levels of performance, which are often
referred to by numbers that relate to Intel’s original naming convention for these CPUs. The lowest-
numbered IA-32 CPU is the 1386. (Earlier CPUs in this line, such as the 1286, used 16-bit architec-
tures. These CPUs are x86 CPUs but not IA-32 CPUs.) Intel, AMD, and Cyrix (now bought out by
VIA) all produced 1386 and i486 CPUs. With the next level, Intel began naming its CPUs, starting
with the Pentium; therefore, this CPU is sometimes called the 1586. AMD and Cyrix also produced
1586-level CPUs, although their design details differed from the Pentium’s.

Today, the best IA-32 CPU s are the Pentium 4 and the AMD Athlon, while Intel’s Celeron and
AMD’s Duron occupy a slightly lower tier. Each of these CPUs is more than capable of running
Linux. Because new CPU models emerge so quickly, your best bet for obtaining relative performance
information is to check magazine reviews or online hardware sites, such as Tom’s Hardware Guide
(http://www. tomshardware.com).

Linux software packages (described in more detail in Chapter 11, “Managing Packages™) often

include an architecture code in their filenames. For IA-32 systems, this code is usually 1386, but it may
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be 1586, 1686, or even something more speciﬁc, such as athlon. Instaﬂing a package with a code for a
lower—grade CPU than you own isn't a problem, but instaﬂing a package intended for a higher—grade
CPU or a specific CPU from another manufacturer may cause poor performance or program crashes.
For instance, you shouldn't try to use an athlon package on a Pentium-class or Pentium 4 CPU.

Improving Performance with Compile-Time Options

If you compile your own software, you can pass options to the compiler to have it optimize the
resulting source code for a specific CPU model. For instance, if you have an Athlon, you might com-
pile your software with Athlon optimizations. For most programs, these optimizations will yield
only trivial performance improvements, but for some programs, the benefits can be more important.
These critical packages include the Linux kernel, common system libraries such as libc, any CPU-
intensive programs that your system runs frequently, and for workstations your X server and other
core GUI tools. Most IA-32 distributions ship with i386 optimizations, which means the distribu-
tions work even on very old computers, but they may experience modest performance improvements
if you recompile some of these critical components. Some distributions offer prebuilt kernel pack-
ages with CPU-specific optimizations, so you may want to use these kernels. Mandrake is unusual in
that it builds everything with i586 optimizations, which provides a small performance boost.

If you want to compile your own software with optimizations, you need to pass the appropriate
options to the compiler. The GNU Compiler Collection (GCC) supports two options for IA-32
CPU optimizations: -mcpu and -march. The former optimizes code for a specific CPU model, but it
does so in a way that allows code to run on other CPU models. The latter option does more com-
plete optimizations for a CPU in such a way that the code may not run on other (and particularly on
older) CPUs. Both options take the name of a CPU as a parameter, as in -march=pentium4. Options
are 1386, 1486, 1586, 1686, pentium, pentium-mmx, pentiumpro, pentium2, pentium3, pentium4, k6, k6-
2, k6-3, athlon, athlon-tbird, athlon-4, athlon-xp, and athlon-mp. The 1586 option is equivalent
to pentium, and 1686 is equivalent to pentiumpro.

In order to use these options, you can either compile code directly using GCC (as in gcc
-march=pentium4 myprog.c -o myprog) or edit the Makefile for a package. Typically, a Makefile
includes a line in which various GCC flags are defined, such as this:

CFLAGS= -02 -Wall -I/usr/X11R6/include
You should change this line to add the appropriate optimization, as in:
CLFAGS= -02 -march=pentium4 -Wall -I/usr/X11R6/include

In some cases, a Makefile will already specify an optimization, in which case you can change that
default. Some packages have configuration tools that enable you to specify an optimization. Consult
the package’s documentation for details. (The next section, “Setting Kernel Options,” includes infor-
mation on optimizing the Linux kernel.)

In addition to CPU-specific optimizations, it’s possible to tell GCC to optimize code in less
CPU-specific ways. These optimizations may increase compile time, reduce the reliability of the
debugger, or increase program size. These optimizations are specified with the -0 (that's an uppercase
letter O) option, followed by a number from 0 to 3, as in -02 in the preceding examples. Increasing
numbers represent increasing optimizations for execution speed. In addition, the -0s option opti-
mizes the code to reduce its size.
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NOTE  Most distributions today use Red Hat Package Manager (RPM) or Debian packages. (Slackware is a notable
exception.) Rebuilding such software from source code packages may or may not optimize them for your CPU, depending
upon the build scripts included in the source package. You may need to edit these scripts in order to +ebuild a package with
CPU-specific optimizations.

Setting Kernel Options

Because all Linux software runs atop the kernel, the kernel’s performance, and hence its optimiza-

tions, is particularly important. What's more, the kernel's configuration tools enable you to set its

optimizations from a menu. Figure 1.1 shows this menu, obtained by typing make xconfig in the

kernel source directory, for a 2.5-series kernel.
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The Processor Type and Features option area contains kernel settings related to the CPU type and
related options. Other options include:

SMP Support

Symmetric Multi-Processing (SMP) refers to a computer with multiple CPUs. The
kernel requires special support to take advantage of more than one CPU per computer.

APIC Support The Advanced Progmmmable Interrupt Controller (APIC) is an interrupt controller

built into some CPUJ, as opposed to built into the motherboard chipset. Select this option if
your CPU supports this feature.

Machine Check Exception  Motherboards and CPUs increasingly support hardware problem-

detection circuitry. This option adds support for some such tools, such as temperature sensors

that detect when the computer is overheating.
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CPU Frequency Scaling  Some CPUs support changing their clock speeds “on the fly,” which
can be useful for conserving battery life on laptops. Select this option (in the Power Management
Options area) to add support for this feature. Check http://www.brodo.de/cpufreq/ for more
information.

Laptop Support  Some laptops provide software “hooks” to enable an OS to check on the
CPUs status and power management. You can compile support for these hooks into the kernel.

Device Interfaces Some device files in the /dev/cpu directory provide access to the CPU, but
only if you enable the appropriate support in the kernel.

High Memory Support There are three settings for high—memory support: Off supports
machines with less than one gigabyte of RAM, 4GB supports one to four gigabytes, and 64GB
supports more than four gigabytes.

Math Emulation The 1386, some 1486, and some early Pentium clone CPUs lacked a ﬂoating—
point unit (FPU), aka a math coprocessor. Some Linux software relies upon the presence of an
FPU, so the kernel includes an option to emulate one when it’s not present. You only need to
include this support if your CPU is a very old one that lacks an integrated FPU and if you
haven't added a separate FPU chip to the motherboard.

MTRR Support Intel’s Pentium Pro and later CPUs offer a feature called Memory Type Range
Register (MTRR), which improves support for access to memory that’s shared between the CPU and
some other device. This conﬁguration is most common on laptops and other computers with
video hardware integrated into the motherboard. To enable this support, you must compile sup-
port for it into the kernel.

NOTE  If you're using a 2.4.x or earlier kernel the configuration tool looks dﬁj(e‘fent from the one shown in Figure 1.1,
but it provides many of the same options.

Kernel conﬁguration is a very important topic in and of itself. Chapter 15, “Creating a Custom
Kernel,” describes the process in more detail.

Getting the Best Video Performance

Users interact with their workstations via their keyboards, mice, and monitors. The monitors, in
turn, are controlled by the computer’s video card. Today, use of GUI environments such as the X
Window System (X for short) is ubiquitous on workstations. Such environments demand that the
video card be capable of displaying high-resolution (typically 1024 x 768 or greater), high bit-depth
(16-bit or greater) graphics. X uses this display to create windows and all the trimmings. All modern
mainstream video cards can meet this minimal requirement. More critical means of differentiating
hardware, therefore, include the extent to which video cards can exceed these minimum requirements
and how fast the cards display text and graphics. These measures are influenced both by the cards’
hardware and by their X drivers.

9
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Important and Unimportant Video Card Features

Walk into a computer superstore, or even an office supply store, and you’re Iikely to see shelves
stacked with video cards costing $100 or more. What would such an expenditure buy, though? Is it
really necessary? Features that are common on high-end video cards include:

Fast Video Bus  Most video cards sold today use the Accelerated Graphics Port (AGP) bus. This bus was
designed for use by high—speed video cards, and modern motherboards include an AGP bus for
video cards. Older video cards use the Peripheral Component Interconnect (PCI) bus, which s still used by
most nonvideo plug-in cards; or even slower busses, such as the Industry Standard Architecture (ISA) bus.

Multiple Outputs  Some high-end video cards support multiple outputs—for instance, to
handle both a monitor and a television. This feature is useful in certain specialized situations, but
most Linux workstations don't need it.

2D Acceleration  Video cards use on-board memory to store a bitmap of the entire screen. X
can modify this RAM more-or-less direcdy to create windows, display text, and so on; but this
process consumes a lot of CPU time and bandwidth on the video bus. A quicker approach is to
include enough smarts on the video board itself to draw specific shapes in response to simple
commands from the X server. This feature is known as 2D acceleration, and it’s present in all
modern video cards. Some do better 2D acceleration than others, though.

3D Acceleration  The area of greatest improvement in video card designs over the past few
years has been in 3D acceleration. This feature enables a video card to create a 2D representation
of 23D object. As with 2D acceleration, the computer’s main CPU can perform this task, but it’s
more efficient to pass this task off to a dedicated video processor. This feature is most commonly
used by video games, many of which present ﬁrst—person views. In Linux, 3D acceleration requires
support by a 3D graphics library such as Mesa (http://mesa3d.sourceforge.net), which in turn
is an open-source implementation of the OpenGL (http://www.opengl.org) specification.

Lots of RAM  The larger your video display and the greater the color depth, the more RAM a
video card requires to support the display. It's almost impossible to buy a new video card today
that comes with less than 32MB of RAM. As Table 1.2 shows, this amount of RAM is more
than enough for even very high—resolution 2D displays. Video cards with more RAM use the extra

memory mainly to support their 3D acceleration features.

TABLE 1.2: RAM REQUIREMENTS FOR VARIOUS VIDEO RESOLUTIONS, IN KILOBYTES

RESOLUTION 8-BIT 16-BIT 24-BIT 32-BIT
640 % 480 300 600 900 1,200
800X 600 469 938 1,406 1,875
1024 X 768 768 1,536 2,304 3,072
1280 X 1024 1,280 2,560 3,840 5,120
1600 X 1200 1,875 3,750 5,625 7,500

1920 X 1440 2,700 5,400 8,100 10,800
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Note  Color depth is the number of bits of data devoted to describing the color of each pixel. An 8-bit display pro-
vides 2°, or 256, possible colors per pixel; and a 24-bit display provides 2*, or 16,777,216, colors per pixel. As a gen-
eral rule, X works best with 16-bit (65,536-color) or greater color depth.

Of these features, none is truly required for X operation. Even many ancient unaccelerated ISA
video cards will work with X—although most modern motherboards lack the ISA slots needed by
such outmoded cards! In practice, for basic desktop use in Linux, most modern video cards will
work. RAM beyond 32MB (or even 10MB) and flashy 3D acceleration features aren’t needed even
for very large and color-heavy display modes. If you play first-person perspective video games or run
some of the rare business or scientific applications that take advantage of OpenGL/ Mesa 3D accel-
eration, you may want to examine video cards for which Linux Mesa support is available and pay
attention to benchmark numbers for these video cards. Unfortunately, benchmarks in mainstream
computer magazines are likely to use Windows applications, and Linux performance may not track
Windows performance very closely. Fortunately, various people have posted Linux Mesa benchmarks
online, including the Jongl benchmark page (http://www.jong1.de/benchmarks.htm1) and various
reviews and articles at Linux Games (http://www.Tinuxgames.com).

Unfortunately, few reviews focus upon 2D performance, so if you're shopping for a card to use in
a workstation, finding relevant performance information can be difficult. The good news is that 2D
acceleration is common and very good on most video cards, so the lack of performance reviews isn't
as serious a problem as it might be. You should, however, check on the status of X drivers for any
card you're considering, as described in the next section, “Supported and Unsupported Video Card
Features.” Watch for words like “unaccelerated support” in X driver descriptions; this means that the
card’s 2D acceleration features are unused.

If a Linux computer is to be used as a server, even an ancient text-only video card should be fine.
With the possible exception of initial setup, you don't need to run X on server computers. Therefore,
you should buy the least expensive video card you can find.

Most laptop computers and even some desktop systems come with video circuitry integrated on
the motherboard. Such systems can be convenient to buy, but they’re risky because adding a video
card to such a system can be tricky or impossible if the on-board video doesn't work. When buying
such systems, you should be very careful to make sure your video hardware will be adequate, both in
terms of features and in terms of X driver support. Also, some such systems use part of the com-
puter’s main memory as video RAM. For instance, if a computer has 128MB of RAM, you may
have to set aside 4MB of that RAM to run a 1024 x 768 display at 32-bit color depth (see Table
1.2; the amount of RAM set aside is typically rounded up to the nearest power-of-two value in
megabytes). Worse than this loss of RAM is the fact that the RAM on the motherboard is typically
of a different type than the RAM on a video card. Standard motherboard RAM produces less-than-

optimal performance with video card circuitry.

Supported and Unsupported Video Card Features

Overall, the most important criterion when purchasing a video card for use on a Linux workstation is
the quality of the X driver support for the card. There are three main sources of drivers:

XFree86 The XFree86 package (http://www.xfree86.org) comes with all mainstream Linux
distributions as the standard X server. XFree86, in turn, comes with drivers for a wide variety of
video cards. These standard XFree86 drivers support 2D operation, including 2D acceleration
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modes for many cards. Not all drivers support 2D acceleration, though—even when those fea-
tures are available on the hardware. As a general rule, support is best for cards that are a generation
or more behind the latest models; this time lag enables XFree86 developers to implement acceler-
ation features in their drivers. Consult the release notes for your version of XFree806 for details.

Video Card Manufacturers Some video card manufacturers now release X drivers for their
cards. These drivers may support acceleration before the official XFree86 drivers do, so it’s worth
checking with your video card manufacturer if you find you've got a video card that doesn't per-
form as well under Linux as youd like.

Mesa  The Mesa project provides 3D acceleration under X. Mesa 3D acceleration drivers are
available for just a small subset of the cards for which 2D acceleration drivers are available. There-
fore, it’s criticaliy important that you check for these drivers before buying a card to be used with
3D Mesa applications.

Speeding Up X: Setting XFree86 Options

Chapter 16, “Optimizing X Configuration,” describes how to set up X to get the most from your
video card. It also includes many nonperformance tips, such as information on improving the appear-
ance of fonts under X. For the moment, though, there are a few rules of thumb you can use to get X
working at least tolerably well:

Try Multiple X Servers XFree86 underwent a major architectural change between the 3.x and
4.x versions; with 3.x, drivers were integrated with X servers—programs that mediate the inter-
action between the display and individual programs. Therefore, youd run a different X server for,
say, an ATT board than for a Matrox board. With XFree86 4.0, a single X server was developed
that loads drivers for specific video hardware. This change meant, though, that a lot of the old
XFree86 3.x driver code had to be rewritten. As of XFree86 4.2, not all of the 4.x drivers are up
to the standards of the older 3.x code. Therefore, you may want to try a 3.3.6 X server if you
have problems with your video card under XFree86 4.x.

Research Driver Options  The XF86Config file (usually stored in /etc or /etc/X11) controls
XFree86, including passing options to the video drivers. Some of these drivers may influence per-
formance, and so you may want to study them.

Use Low Color Depths X can run on a 1-bit display, but it’s best to use at least 16 bits to get
reasonable color fidelity from most programs. Beyond this value, improvements are modest for
many purposes. Higher color depths, though, increase the work required to manipulate the display,
and can therefore reduce performance. Reducing the color depth (done by setting the DefaultDepth
option in the Screen section of the XF86Conf1ig file) may improve your video performance.

Taming Hardware via Drivers

All operating systems (OSS) use drivers to connect hardware to software. Drivers enable an OS to
provide a consistent set of software interfaces for hardware to user programs, thereby simplifying
application design compared to a direct-access approach. By requiring user programs to go through
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the OS to access hardware, drivers also help to keep multiple programs from interfering with each
other’s use of hardware devices. Unfortunately, the plethora of hardware available for modern com-
puters, particularly in the TA-32 world, means that a huge number of drivers are required. This in
turn can cause problems because sometimes it’s difficult to identify and install drivers. Fortunately,
knowing a bit about the Linux driver situation helps immensely.

NOTE  This section and its subsections describe drivers that are part of the Linux kernel. Some other devices—most
nombly video cards, mice, printers, and scanners—require driver support in user-space programs, such as X Free86, Ghost-
script, or Scanner Access Now Easy (SANE) These drivers are covered in more detail in mbsequent fkapters of this book,
including Chapter 3, “Using External Peripherals)” Chapter 13, “Managing Printers” and Chapter 16, “Optimizing
X Configuration.”

Identifying the Correct Drivers

The first hurdle that must be overcome when installing a driver is in identifying the correct driver to
use. Modern Linux distributions go to great lengths to identify your hardware upon installation, but
they sometimes miss or misidentify a component. You may also need to know what to use if you add
a new device or recompile your kernel. Identifying the drivers actually involves two steps:

¢ Identifying the hardware

¢ Identifying the drivers that go with the hardware

IDENTIFYING HARDWARE

A dhipset is a set of one or more chips that provide a device’s core functionality. Typically, a manufac-
turer purchases a chipset from another company, attaches chips to a circuit board, and sells the prod-
uct under its own name. Because devices from different manufacturers that use the same chipset
require the same driver code, most Linux drivers are named after the chipsets they serve, not the indi-
vidual device manufacturers. Some manufacturers develop their own chipsets and sell boards based
on them. You can use several different strategies to identify your hardware’s chipset:

Documentation If you're lucky, your device’s documentation will identify the chipset it uses.
This documentation may be a paper manual, a README file on a driver disk, or a web page. You
might also be able to glean information from configuration files for another OS’s drivers provided
by a manufacturer. Some manufacturers provide Linux drivers for their products. These drivers are
typically just the standard Linux drivers, sometimes renamed. If your manufacturer provides such
drivers, look for similar drivers in the Linux kernel source tree.

Visual Inspection  You can often learn a lot about a device by looking at it with your own eyes.
Locate the largest chips and note any markings on them. For instance, Figure 1.2 shows a large
chip on an Ultral00 ATA controller card. This chip is marked as a Promise PDC20267. Some-
times, chips are covered by paper stickers with the name of the board manufacturer. These stickers
can be safely peeled away. Heat sinks appear on some motherboard and video card chips. They
should nor be removed; doing so could damage the chip, or make it difficult to reaffix the heat sink
so that it does its job properly.
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NOTE  The /usr/src/Tinux directory is often a symbolic link to a directory named after a specific kernel version,
such as /usr/src/1inux-2.4.20. Red Hat uses /usr/src/Tinux-2.4 instead of /usr/src/linux for its
symbolic link to 2.4-series kernels.

In this example, the pdc202xx_o1d driver should do the job. Given the filename, you might also try
the pdc202xx_new driver, despite the fact that it doesn't contain the string 20267.

As with chipset identification, matching hardware can benefit by a web search. This is particularly
likely when you need to resort to third-party drivers, such as the alternative sound drivers described
in the upcoming section, “When Standard Drivers Aren't Enough.”

It’s possible you'll find a match to a driver in the kernel source tree but you won't find a driver
module precompiled by your distribution vendor. In some cases, this means that the driver’s been
compiled directly into the main kernel file. This practice is common with EIDE and SCSI drivers,
because Linux needs access to these drivers when booting. Other times, the driver might be obsolete
or might have been omitted because the device is very rare. In such cases, you may need to recompile
your kernel, or at least that one device file, in order to use the device.

Brute Force: Building Drivers into the Kernel

One approach to loading drivers is to build them into the main Linux kernel file. When so configured,
Linux should load the driver and detect the hardware when the system boots. In most cases, no other
configuration is required for basic hardware functionality, although you may need to configure user
software to take advantage of the hardware. For instance, you may need to add entries to /etc/fstab
in order to use partitions on a SCSI hard disk, or you may need to tell your system its IP address and
related information in order to use an Ethernet card.

To build a driver into the kernel, you must recompile the kernel. Chapter 15 describes kernel con-
figuration in more detail. If the driver isn't part of the standard kernel, you must patch the kernel
source code to include a new driver. Drivers that are designed to be used in this way come with
instructions for performing this operation. Some drivers aren't designed to be so included, so you
must compile and use them as modules.

On rare occasions, it's necessary to pass parameters to a driver for it to work correctly. This is
most likely to be necessary when using old ISA cards, which sometimes aren't auto-detected by the
kernel, especially if theyre configured using unusual hardware settings. To pass parameters for drivers
that are compiled into the main kernel file, you must modify your boot loader. The procedure for
doing so depends on which boot loader you're using:

LILO If youre using the older Linux Loader (LILO) boot loader, you can add an append line
to the configuration for your Linux kernel in 1i10.conf. This line looks something like
append="0,0x240,eth0".

GRUB  If you're using the Grand Unified Bootloader (GRUB), add the parameters to the end
of the kernel line in the grub. conf file. For instance, this line might read kernel /boot/bzImage
ro root=/dev/hda6 0,0x240,ethO.

The details of what you can pass to the kernel vary from one device to another, so you should
consult the driver’s documentation for details. These specific examples tell Linux to use I /O port
0x240 for the first Ethernet card. After you've compiled a new kernel, modified the configuration
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file, and in the case of LILO, reinstalled the boot loader by typing 1410, you must reboot your com-
puter in order to use the new kernel and pass it the new parameters. The tedium of doing this can be
a problem if you need to experiment with settings, which is one of the reasons that kernel modules
are popular—you can load and unload kernel modules at will without rebooting the computer.

Subtle and Flexible: Loading Drivers as Modules

Most Linux distributions ship with as many drivers as possible compiled as modules. This approach
saves memory, because unused drivers need not consume RAM as part of the kernel. Reducing the
size of the main kernel file also makes it possible to fit the kernel on a single ﬂoppy disk, which is an
important consideration for installation and emergency recovery systems. The use of kernel modules
also makes for a more flexible system for handling drivers—the Linux installer can set itself up to
use whatever drivers are appropriate, and adjusting the system for a new hardware configuration becomes
a matter of changing configuration files. You can also add precompiled kernel modules to a com-
puter without recompiling the kernel or even rebooting the system. You can load modules manually
for testing purposes, or you can configure the system so that it automatically loads the correct mod-
ules when it boots or on an as-needed basis.

LOADING DRIVERS MANUALLY
Linux provides several commands for managing modules:

insmod This command loads a single module. You can specify the module by its module name
or by its filename. For instance, insmod via-rhine loads the via-rhine.o module (it may be com-
pressed with gzip, and hence be called via-rhine.o.gz). Kernel modules are stored in subdirectories
of /Tib/modules/version, where version is the Linux kernel version. The problem with the
insmod command is that it often fails because of unmet dependencies—the module may rely
upon features that aren’t present in the kernel or any loaded modules. To overcome such problems,
you must load the missing modules. The modprobe command makes this task easier.

modprobe This command loads a module and all the modules upon which it depends. It works
much like insmod, but it’s less likely to fail because of unmet dependencies.

depmod  In order to load all depended-upon modules, modprobe relies upon a catalog of module
dependencies. This catalog is created with the depmod command. Specifically, typing depmod -a
creates the catalog in /T1ib/modules/version/modules.dep, where version is the kernel version
number. This command normally appears in a startup script, such as /etc/rc.sysinit or
/etc/init.d/boot.Tocalfs. Thus, you shouldn't need to type this command unless you update
your modules and don't want to reboot.

rmmod  This command unloads kernel modules; it’s the opposite of insmod. If you add the -r or
--stacks option, the command deletes a set of modules—essentially, the command works as the
opposite of modprobe rather than of insmod.

All of these commands support several options that influence their behavior. One of the most
important of these options is the -k or --autoclean option to insmod and modprobe. This option
sets the auto-clean flag on the installed module or modules. This flag causes the kerneld daemon, if
it's running, to remove the module automatically after a period of time (generally about a minute)
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if it's unused. This practice can help keep modules from consuming memory if they’re used for brief
periods of time, but if you load modules manuaﬂy, it can be an inconvenience to have to load
them again.

Another important insmod and modprobe option is -f or --force. Ordinarily, Linux will load only
modules that match the version of the running kernel. This option will attempt to force a module
load even if the version number doesn't match. This option is often necessary when using drivers pro-
vided with commercial software such as VMware. It doesn’t always work, though, particularly when
the version numbers differ gready, such as a driver for a 2.2.x kernel loaded on a 2.4.x kernel.

As a general rule, you’ﬂ load drivers manually only when you’re testing them or debugging a sys-
tem—for instance, if a driver fails to load, you might try loading it manually to identify the problem.
You'll then conﬁgure the system to load the driver automaticaﬂy, as described in the next section. In
some cases, though, you might write a script to load a driver prior to performing some task, and then
unload the driver afterward. You might do this if you have problems with the automatic kernel load-
ing and unloading.

LOADING DRIVERS AUTOMATICALLY

The Linux kernel includes a conﬁgumtion option called kernel module loader. If this option is compiied
into the kernel, it will attempt to load modules on an as-needed basis. For instance, if you try to play
an audio file, the kernel will attempt to load the appropriate sound card drivers for your system. In
order for this feature to work, though, the kernel needs information on which modules to load for
specific tasks.

The /etc/modules. conf file is the master control file for automatic handling of kernel modules.
It’s also used by insmod, modprobe, and depmod, although these tools aren’t as dependent upon
modules.conf as is the kernel module auto-loader. The modules.conf file is a text file that contains
a series of lines that provide information on the modules to load for specific device types (such as
sound or SCSI devices), options to pass to those modules, and so on. Listing 1.1 shows a simple
moduTles.conf file.

LISTING 1.1: A SAMPLE modules.conf FILE

alias ethO tulip

alias ethl via-rhine

post-install via-rhine /usr/local/bin/setup-ethl

alias char-major-10-219 mwave

options mwave dspirg=10 dspio=0x130 uartirg=3 uartio=0x2f8

Debian uses a variant on this approach: It uses an /etc/modutils directory tree that contains a
series of files for individual devices. (Most drivers are defined in files in /etc/modutils/arch.) After
editing a file in this directory or creating a new one for a new device, type update-modules to update
the module information, creating a new /etc/modules. conf file.

The modules. conf file supports a fairly large number of features, including conditional state-
ments to configure certain drivers only if certain preconditions exist, such as only if the system is
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running a particular kernel version. The features illustrated by Listing 1.1 will accomplish a great

deal, though, These features are

alias Thealias keyword at the start of a line maps a speciﬁc device type, such as an Ethernet
interface, to a speciﬁc driver. The first two lines of Listing 1.1, for instance, tell Linux to use the
tulip driver for eth0 and the via-rhine driver for ethl. Not all device names are intuitively obvi-
ous, though; for instance, the fourth line of Listing 1.1 tells the system to use the mwave driver
for char-major-10-219. This driver is for IBM’s Mwave chipset, which provides both audio and
modem functionality. It's mapped to specific major and minor device numbers rather than a
device name like eth0 or scsi.

options You can pass options to drivers loaded as modules by including an options line in the
moduTes. conf file. Listing 1.1 illustrates this capability with an options line for the mwave module.
After the keyword options and the module name, the options passed to the module are very
module-specific. You should consult your driver’s documentation to learn what options it supports.

Outside Command Specifications Listing 1.1’s post-install specification is one of several
keywords that can be used to run arbitrary programs before or after installing or uninstalling
modules. The other keywords are pre-install, pre-remove, and post-remove. Begin a line with
the keyword, then provide the module name, and then provide the external command. You could
use this feature to automate features such as bringing up a network interface that’s frequently not
installed (for example, a USB network interface on a 1aptop> or to adjust mixer settings after load-
ing a sound card’s drivers.

If you're having problems with a driver for a device that should be supported by Linux out of the
box, your best bet is to first use insmod or modprobe to try to get the appropriate module loaded.
Checking on loaded modules in /proc/modules, as described in the upcoming section, “Demystify—
ing the /proc Filesystern,” can also be a useful diagnostic tool. Once you've discovered what modules
need to be loaded, try creating entries for these modules in /etc/modules. conf. Assuming your ker-
nel includes module auto-loader support, the drivers should then load automaticaﬂy when you next
boot or attempt to use the drivers in question.

If you’ve obtained drivers from a third—party source and need to integrate them into your system, the
documentation that came with those drivers should include information on /etc/module.conf entries.
Add those entries, and be sure your current modules. conf file doesn't include conﬂicting entries. If it
does, comment those entries out by adding a hash mark (#) to the start of each conﬂicting line.

When modules depend upon other modules, it's important that /etc/modules. conf includes
alias lines for all of the dependent modules. The /proc/modules pseudo—ﬁle can be very useful in
ﬁnding all of these modules, assuming you’ve gotten the device working via insmod or modprobe.
Type cat /proc/modules, and you’ll see a series of output lines resembling the foHowing:

parport 22528 2 (autoclean) [parport_pc Tp]

The 1smod command produces similar output. The module names in square brackets ([]) at the
end of the line are those that depend upon the main module (parport in this case). In other words,
any alias line loading a driver for 1p or parport_pc in this example must be preceded in /etc/
modules.conf by a line that loads parport.
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TIP  If you create an /etc/modules. conf file and it doesn’t seem to work, try manually loading each module the file
references with insmod (not modprobe). If you receive a dependency error message when loading a module, track down
the out-of~order or missing module and change or add its reference in modules. conf.

Delivering Clear Sound

One perennial problem for Linux is sound. Sound hardware is quite varied, and as Linux often func-
tions as a server OS, development of audio drivers and their integration into Linux distributions
hasn't received the attention of some other hardware types. As a result, getting sound Working can
often be much tougher than getting other types of hardware Working. The good news is that, by dig-
ging into a few conﬁguration files, you can often get sound Working. In a few cases, though, this isn't
enough, and you'll need to locate nonstandard audio drivers or replace the sound card entirely.

Diagnosing and Fixing Sound Problems

Some Linux distributions, including Mandrake, Red Hat, and SuSE, attempt to detect and configure
sound drivers upon system installation. Unfortunately, these attempts often fail. Desktop environ-
ments for such distributions sometimes include links to GUI utilities for configuring the sound card,
but these tools seldom fare any better than the install-time detection and configuration. The result is
that, if you don't get sound when you first start Linux, you'll almost certainly have to dig into the
configuration files for sound modules, or perhaps even recompile your Linux kernel, as described in
Chapter 15.

Before taking these drastic measures, though, you should take a few diagnostic steps. The most
important of these steps relate to the presence of appropriate audio driver modules. Review the ear-
lier section, “Taming Hardware via Drivers,” and try installing drivers for your sound card using
insmod or modprobe. If this step works and sound begins working, review your /etc/modules. conf
file to be sure it includes appropriate alias lines for your hardware.

Be sure that /etc/modules. conf includes lines not just for the final sound driver, but for all those
upon which it depends. Some sound card drivers depend upon many layers of sound-related drivers.
This feature is particularly common with the Advanced Linux Sound Architecture (ALSA) drivers,
which are described in more detail in the upcoming section, “ALSA Drivers.”

Another common sound problem lies in mixer settings. A mixer is a tool that adjusts the volume
of the various inputs and outputs on a sound card. It’s possible that your system’s sound drivers are
loaded and working but that you're getting no sound because the mixer levels are set very low or the
output channel is muted. Two common GUI mixers are KMix and GNOME Volume Control, which
come with KDE and GNOME, respectively. Figure 1.5 shows the GNOME Volume Control mixer.
Different sound cards and drivers support different inputs and outputs, so yours may not exactly
match those shown the figure. The leftmost pair of sliders adjusts the master volume, and the other
sliders adjust specific inputs and outputs. Be sure all levels are set high enough that they generate out-
put and that the master, PCM, and any other levels are not muted. Similarly, be sure your speakers
are plugged in, turned on, and (if applicable) that their volume knobs are set high enough for them
to produce sound.
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ALSA DRIVERS

The ALSA project (http://www.alsa-project.org) has long provided an alternative to the kernel’s
standard OSS drivers. ALSA provides a low-level program audio interface that’s different from that
provided by the standard kernel and commercial OSS drivers, but ALSA also provides a cornpatibil—
ity layer so that it can work with software written with the OSS drivers in mind. ALSA also provides
a different mix of supported devices than either the kernel or commercial OSS drivers, so it’s pos-
sible ALSA is the only choice for your hardware.

Although ALSA is not part of the standard Linux kernel, as of the 2.4.x series, some distribu-
tions ship with ALSA Support. Speciﬁcally, Debian, Mandrake, and SuSE deliver ALSA support.
Therefore, if you use these distributions, using ALSA should be fairly straightforward—the ALSA
drivers may be the default drivers, although in some cases the ALSA drivers are used only if kernel
OSS drivers aren't available or are deficient in some way.

The 2.5.x developrnent kernels have absorbed ALSA. With these kernels, you can select either the
old open source OSS drivers or the ALSA drivers as part of the kernel configuration. Therefore,
future versions of Linux should all include ALSA support out of the box.

If you're using a distribution that doesn't ship with ALSA and if you're using a 2.4.x or earlier
kernel, you must install and conﬁgure the ALSA drivers to use them. This process can be a bit
tedious, but in many cases it's worth doing. The procedure is as follows:

1. Recompile your kernel or install the kernel source package for your distribution. ALSA relies
upon the presence of kernel source code, including all dependency information generated by
compiling the kernel. If you recompile your kernel, be sure to select the sound core support,
but do not build any drivers for your sound card into the kernel proper. If you recornpile the
kernel, reboot into your new kernel before proceeding.

2. Obtain the ALSA source code. You'll need three source code packages—alsa-driver, alsa-
Tibs, and alsa-utils. Version 0.9.0 and later packages provide alsa-tools and alsa-oss, but
these packages deliver supplemental tools that aren’t needed for basic operation.

3. Extract all three source code packages into an appropriate location, such as /usr/src. For
instance, from /usr/src, you might type tar xvjf ~/alsa-driver-version.tar.bz2, where
version is the ALSA version number, to extract the alsa-driver source code.

4. Run the configure script in the alsa-driver source directory to configure the package. The
configure script supports various options. Table 1.3 summarizes some of these options. For
1nstance, to compile the drivers with support for ISA plug—and—play (Pnp> devices, you would
type ./configure --with-isapnp=yes.

Tip Compiling all of the ALSA drivers takes a long time. If you're positive you know which driver you need, use the
--with-cards option, as in --with-cards=via82xx. You can find a list of modules in the configure script itself;
search  for the string --with-cards fo ﬂnd the list. This practice speeds up fompilation and reduces clutter in your com-

piled kernel modules direftmy.
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TABLE 1.3: POPULAR ALSA DRIVER CONFIGURATION OPTIONS

configure PARAMETER TAKES OPTIONS DEFAULT OPTION EFFECT

--with-debug none, basic, memory, hone Sets debugging level

full, ordetect

--with-isapnp yes, no, orauto yes Enables auto-detection of ISA PnP
boards

--with-sequencer yes or no yes Enables support for Musical Instru-
ment Digital Interface (MIDI)
sequencer

--with-oss yes or no yes Enables OSS compatibility code

--with-cards Driver names All drivers Compiles the specified set of drivers

10.

11.

12,

13.

Type make in the alsa-driver directory to build the driver source code.
Type make install as root in the alsa-driver directory to install the ALSA drivers.

Type depmod -a as root to create entries for the new ALSA drivers in the module dependency
file. (This step isn't necessary for 0.9.0 and later versions.)

Type ./snddevices as root in the alsa-driver directory to create device file entries for the

ALSA drivers.

Repeat Steps 4 through 6 in the alsa-1ib and alsa-utils directories, in that order. The con-
figure scripts in these directories support fewer options than the one in the alsa-driver
directory; in particular, there’s no need to specify a sound card in any of these cases.

Type modprobe sound-driver, where sound-driver is the name of your ALSA sound driver
module, as root. This command should load the relevant ALSA sound driver and any depend-
ent modules.

Type modprobe snd-pcm-oss and modprobe snd-mixer-oss as root to load the OSS compati-

bility modules, if desired.

Launch a sound mixer application and adjust the volume levels so that you can hear sounds.
ALSA ships with all channels muted by default, so this step 1s criticaﬂy important. It’s also a
step that many new ALSA users overlook.

Test the driver by playing a sound. The aplay command plays a simple sound, such as a .wav
file, via the ALSA interface. You can use tools such as Ogg Vorbis players or CD players to
test other features, including OSS compatibility. Once you’re satisfied that everything is work-
ing, check the ALSA documentation (http://www.alsa-project.org/alsa-doc/) for infor-
mation on the appropriate /etc/modules. conf entries for your driver. Alternatively, write a
custom startup script that calls modprobe to load the drivers.
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TIP  If your desktop environment doesn’t automatically restore your mixer settings, try adding a post-install line to
/etc/modules. conf to do the job with a command-line utility such as alsact1. Type alsact] store as root at
a command prompt to store your current mixer settings, and then place a call to alsact1 restore just after loading the
ALSA drivers in modules . conf, as described earlier, in “Loading Drivers Automatically.”

Installing and configuring the ALSA drivers can be a tedious process, at least in pre-2.5.x kernels,
but the results are often worthwhile. The standard kernel drivers provide limited or no support for

some cards, and ALSA helps fill this gap.

REPLACING HARDWARE

Sometimes you have no choice but to replace audio hardware. Fortunately, basic sound cards are
inexpensive; you can pick up a generic 16-bit sound card for $20 or less in many stores or from mail-
order retailers. Unfortunately, a generic card can be a gamble from a Linux driver perspective, because
it’s seldom obvious from examining the box what chipset the card uses. You could try performing a
web search on some models to find information on Linux driver support, or you could try cards in
series until you find one that works. Another option is to step up a level or two in order to obtain a
brand-name card with better-documented driver requirements. Consult the kernel configuration
tools or the ALSA web page to learn what cards are supported.

Just because a card is supported under Linux doesn't mean that it will work well under Linux. In
particular, features such as wavetable MIDI synthesis (which uses samples of instruments to play
back good-sounding instrumentals from very small files) and surround sound features may not be
supported. If these features are important to you, you'll have to do more extensive research to dis-
cover what Linux drivers support these features.

Demystifying the /proc Filesystem

Programs use device files in the /dev directory tree to access most hardware for day-to-day use, but
these interfaces typically provide only limited information on hardware features and configuration.

To learn, say, whether an EIDE controller is configured to use direct memory access (DMA) mode,
another tool is required: the /proc filesystem. This directory is entirely virtual—the files don't exist on
your hard disk; theyre created on-the-fly by the Linux kernel. By reading from these files, you can learn

about hardware capabilities and settings. You can write to some of these files to change settings, as well.

NOTE  Many Linux system tools use /proc behind the scenes. Therefore, these tools are gj‘e::tively interpreters for
/proc, and are usually much easier and mfer to use than direct access to /proc.

The /proc Directory Structure

To use /proc directly (as opposed to from a utility that accesses /proc and interprets its contents for
you), you must understand something about what's in the /proc directory tree. For the most part,
/proc’s files and subdirectories are named after the subsystems to which they interface. For instance,
/proc/pci provides information on devices connected to the PCI bus, and /proc/asound delivers infor-
mation on sound cards managed by ALSA. Some devices are complex enough that they merit entire



DEMYSTIFYING THE /PROC FILESYSTEM

subdirectory trees under /proc. You may find yourself digging into several Iayers of subdirectories to
locate the information you want. There are also links within the /proc hierarchy. Some of the more
important files and directories in the main /proc directory include:

The CPU  The most obvious CPU information resides in cpuinfo, which holds information on
the CPU’s brand, model, speed in megahertz, and so on. The Toadavg and stat files also hold
information relevant to the CPU, in the form of CPU load averages and related statistics. The
Toadavg file presents this information in a form that’s more inteﬂigible to humans. The uptime
command displays this information, as well.

Busses The bus directory holds subdirectories that interface to various system busses, such as
the ISA (isapnp) and PCI (pci) busses. You'll also find an interface to information on USB
devices (usb) here. The PCI and ISA busses also merit files in the base of /proc. These files
deliver summary information on devices on their respective busses, whereas the bus/pci and
bus/isapnp subdirectories deliver more detailed information on specific devices.

Interrupts, DMAs, and I/O Ports  In order to be useable, hardware must be accessible to the
CPU. To do so, a unique set of hardware addresses is assigned to each device. These addresses are
known as interrupt requests (IRQs or interrupts), direct memory access (DMA) lines, and input /output 1 / 0)
ports. You can learn which of these critical resources are in use and by what drivers by examining
the interrupts, dma, and ioports files. There’s also an irq subdirectory that can provide more
detailed information on devices using specific IRQs, but this information is usually scarce.

Memory The meminfo file presents information on memory use, similar to that provided by the
free command. The kcore file is essentially a window upon all of the system’s memory; if you
knew where to look, you could dredge any information from any running program by reading that
file. The swaps file presents information on swap space usage, similar to that provided by typing
swapon -s.

WARNING  The keore file is unusually sensitive. It’s set to be owned by root with 0400 permissions (read-only for
root, no access for otkers). Even root cannot dmnge these settings. If an unauthorized individual were to Qain access to this
ﬁl{; no information on the computer would be safe—passwords, sensitive data ﬁles, and more would all be open to view.

The Kernel and Modules The version file holds overview information on the kernel, includ-
ing its version number, when it was compiled, and what compiler did the job. The cmd1ine file
holds the kernel’s boot parameters, as passed to the kernel from a boot loader. The moduTes file
delivers information on modules that are loaded on the system. (This file does not present infor-
mation on modules that are unloaded but available for manual or automatic loading.) The ksyms
file presents kernel symbols—names given to kernel data structures and used to pass information
back and forth between kernel subcomponents.

Network The net subdirectory holds files related to network statistics. Most of the informa-
tion presented by these files is much more readily interpreted with the aid of network utilities
such as netstat and ifconfig, as described in Chapter 19, “Basic Network Configuration.”
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Filesystems and Partitions The filesystens file presents a list of supported filesystems. Some
of these filesystems are things you might not think of as such, such as pipefs. These filesystems
are used internally by Linux to implement specific features. The fs subdirectory contains infor-
mation on certain speciﬁc ﬁlesystems, should they be supported by your system, such as nfs and
reiserfs. Not all filesystems create /proc/fs entries for themselves, though. The partitions file
summarizes disk partitions. You can obtain the same information from the fdisk utility or its
equivalent on non-IA-32 architectures, such as pdisk for Macintosh systems.

Disk Subsystems The ide and scsi subdirectories contain information on EIDE and SCSI
devices, respectively. (One or the other subclirectory may be missing if you lack that interface
type.) Both subdirectories contain entire subclirectory trees themselves, giving access to informa-
tion on the EIDE controller or SCSI host adapter as well as speciﬁc hard disks and other devices,

such as tape drives.

Sound Cards The ALSA drivers create a subdirectory called asound, which contains several files
and subdirectories. These files provide information on the ALSA configuration and all of your
system’s sound cards.

Running Programs If you type 1s /proc, chances are that half or more of the entries you’ll see
will be numbered subdirectories. These contain files related to specific running processes; each is
named after one process’s process ID (PID) number. Some of the information provided by these
files is accessible from the ps command and related commands, such as top.

Miscellaneous Information  Various additional files relating to speciﬁc subsystems, such as
Advanced Power Management (APM; apm), supported devices (devices), and ttys (files in the tty
subclirectory), are also available in the /proc directory.

NOTE  The /proc filesystem is generated by the kernel and its modules. As such, the layout of the /proc filesystem can
change as you install and remove modules. The layout can differ from one system to another because of differences in bard-
ware (say, the presence or absence of a SCSI host adapter) and because of differences in the kernel. Even given the same bard-
ware, dgj"erent kernels may prodme dyj‘erent /proc ﬁlesystemsi

Most of the files in /proc are reported as having a length of 0. Don't be deceived; most of these
files actually contain data—or will generate it when accessed. One notable exception 1s /proc/kcore,
whose length is equal to the amount of useable memory on your computer. This value is your
installed memory minus a small amount (often 60KB, but sometimes more) reserved for 1/0 ports

and the like.

WARNING ~ When you back up your computer, as described in Chapter 17, “Protecting Your System with Backups,” be
sure not to back up /proc! Baf/ez'ng up /proc will unneressarily increase the size of your bac/mp by sometking more than
the amount of RAM you have installed. Fven worse, a miscreant who obtains the badmp mz’gkt be able to extract informa-~
tion from the /proc/kcore backup file, or restoring over the working /proc filesystem could cause problems when set-
tings are overwritten.
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Learning About Your Hardware

The most common use of /proc is to obtain information about your computer. You can do this by
reading the contents of /proc pseudo-files, typically by using cat or Tess to view them. For instance,
to find information on your kernel, you could type the following command:

$ cat /proc/version
Linux version 2.4.19 (rodsmith@localhost.localdomain) (gcc version 3.2 20020903
w (Red Hat Linux 8.0 3.2-7)) #3 Sun Nov 24 14:22:16 EST 2002

Although some files in /proc are intended for human consumption, others aren't—or at least, you
need specialized skills to interpret the output. Various utilities, such as fdisk, free, ps, and netstat,
help interpret /proc contents. These tools are described in the appropriate sections of this book. In
some cases, other chapters also refer to specific /proc files and their contents.

Some /proc directories contain quite a maze of subdirectories. The ide, scsi, and asound
subdirectories spring to mind as examples. Locating the correct file within these subdirectories
can be a challenge, but most of the files and subdirectories are named in clear ways. For instance,
/proc/ide/ide0/hda/model holds information on the manufacturer name and model number of the
first EIDE hard disk. The ide0 subdirectory refers to the first EIDE channel, and hda is the Linux
identifier for the first disk on this channel.

Modifying Hardware Settings

The most common use for /proc is to deliver information to you on a computer’s configuration.
This isn't the only use for /proc, though; it’s possible to write to some of the pseudo-files in /proc,
which causes them to change their settings. This practice is most commonly used to adjust hardware
parameters, such as whether a hard disk uses DMA mode. Such tasks are almost always better per-
formed via utilities designed for the purpose, however. For instance, although you can write to the
/proc/ide/ide0/hda/settings file, doing so is tricky. It’s better to use the hdparm utility (described
in Chapter 2, “Improving Disk Performance”) to tune EIDE disk performance. This utility provides

parameters that are easier to use than writing raw data to /proc pseudo-files.

Summary

Understanding a few critical system components can help you get the most out of your computer.
Knowing about CPUs can help you select the right one when it’s time to buy a new computer, and it
can also help you tune Linux to get the most from the CPU you've got. The video hardware can also
greatly influence your perception of the utility of a computer. Although sound cards aren't truly crit-
ical components on most systems, they do connect directly to the motherboard and can be tricky to
configure in Linux. In all of these cases and in others, knowing how to identify hardware and install
drivers is important when troubleshooting or upgrading hardware. One tool that can be useful in
these tasks is the /proc filesystem. Although separate programs often mediate access to /proc, you
can deal with it directly if you prefer. In fact, doing so is sometimes the best way to get the informa-
tion that you need.








