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Editor's Summary

To engineers involved in designing, developing, or operating control systems for practical applications,

research in control may seem an exercise in mathematical abstractions. As an engineering discipline,

however, the connection with the physical world is intrinsic to control. Interfacing with sensors and

actuators, implementing advanced algorithms on real-time platforms, dealing with sampling time issues,

and other such pragmatic matters may seem to be taken for granted in much of advanced control, but in

fact there is an extensive body of research that is concerned with these very topics

All advanced control algorithms today are hosted on digital computing systems, and any discussion

of real-time control applications must address the specific issues and challenges associated with digital

implementation. The benefits of digital realization are numerous: software-based computing allows more

sophisticated control laws; updates and maintenance are rendered easier in many cases; control systems

can be made more compact; and control can more readily be integrated with ancillary functions such as

information display, system health management, and data recording.

But the digital world brings complications too. For example, the continuous variables of a physical

system must now be discretely sampled. Variations in the sampling rate are generally assumed to be

negligible, but this is not always the case and a significant adverse impact on control quality can result.

Similarly, variable delays arise in the processing of sensory data. In today's processors, even the same

sequence of arithmetic operations can take more or less time to execute depending on the state of the

processor and operand values.

As control programs become more complex, so do their real-time implementations. Most control

system computing platforms are used for several tasks in addition to executing the base control law. Real-

time computing and control thus also involves the solution of difficult scheduling problems. Different tasks

can have different priorities, desired execution frequencies, and execution times; there may be dependences

between them that require interprocess communication and accessing of shared resources; and failures of

sensors and actuators and other abnormal situations cannot be allowed to compromise safety.

Scott Bortoff is an associate professor in the Department of Electrical and Computer Engineering at

the University of Toronto, and a former chair of the IEEE-CSS Technical Committee on Real-Time

Computing, Control, and Signal Processing.

1.1 INTRODUCTION

It is safe to say that most modern control systems are implemented digitally. From the
fly-by-wire systems that control modern commercial and military aircraft to the digital
proportional-integral-derivative (PID) boxes that regulate everything from temperature
to pH in a process control setting, there is a clear preference for digital realizations. This
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is true even though the plant might be a continuous-time system, the control law might
be designed using continuous-time mathematics, and the controller itself could other-
wise be realized with inexpensive analog components.

The reasons for this trend are well-known: Software is easier to modify than analog
hardware; both dynamic range and signal-to-noise ratio of digital signals can be made
larger (especially given today's high-precision digital-to-analog (D/A) converters [1]),
larger time constants can be implemented with software, complex nonlinear and adap-
tive control laws can be realized only by using a computer, overall system reliability is
increased, overall control system weight can be reduced, and so on. In addition, a
computer in the loop can add functionality to the system as a whole, much of which
might be considered outside the traditional domain of control systems. For example, a
processor in the loop can log data, a critical feature to the process control industry.
With off-the-shelf networking technology, the controller can interface with the Internet,
giving control engineers remote access to the system. Built-in testing and fault detec-
tion, a necessity for avionics systems, can also be coded into the controller.

In this chapter, we focus on the methods and tools used to implement digital
controllers. Our main focus is on software, an area that has undergone a tremendous
transformation in the last decade or so. Indeed, all areas of real-time systems, including
real-time operating systems, programming languages, scheduling theory, and formal
methods, are very active areas of research within both computer science and electrical
engineering, and there are now a number of monographs on the subject, for example,
[2]-[6].

After providing some background in Section 1.1, we present an example in Section
1.2 that illustrates why real-time aspects should be of interest to the control engineer.
We then turn our attention to the methods used to implement digital controllers,
beginning in Section 1.3 with a low-level approach that is best when the control law
is simple, for example, single-input, single-output PID. Of course, computers in-the-
loop are often used for more than just control. The real-time control system might be
designed to realize a conventional control law and also to provide a timely response,
within a specified deadline, to other asynchronous events. In this case, designing a single
program to execute as a single task becomes unwieldy. Therefore, as the number of real-
time specifications and tasks increases, the software is best designed to run not as a
single process but as as multiple, cooperating, communicating processes. In Section
1.3.1. we present an introduction to scheduling theory, which is used to assign priorities
to processes running under a priority-based preemptive operating system. Our focus
then turns to higher level approaches to real-time control system implementation,
namely, real-time operating systems and programming languages, in Section 1.4. We
close the chapter in Section 1.5 with a brief look at hardware, including single-board
computers and Programmable Logic Controllers (PLCs).

1.1.1 Background

Most feedback control systems can be represented by the generic feedback loop shown
in Figure 1.1. Here, the Plant includes the actuators, the system to be controlled, and
the sensor dynamics. The Controller is comprised of the sampler, which may be an
analog-to-digital (A/D) converter, a shaft encoder, or some other instrument that con-
verts each measured plant signalyt(t)9 I <i <p, into a discrete-time measurement %{t)\
a processor, which computes the control law based on these measurements; and a
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Figure 1.1 The general form of a digital control system.

sample-and-hold, which converts the discrete-time control signals %, 1 < / < m, back
into continuous-time signals uh 1 <i<m, for example, a digital-to-analog converter.
(Throughout this chapter, the symbol ^ is used to denote a sampled, discrete-time
quantity.) The controller is usually designed to sample yfo) periodically, at uniformly
spaced instances of time t = kT, where k > 0 is an integer index and T is the sample
period. The control law itself is usually realized as a set of discrete-time state equations

u(kT) = hfakT), y(kT\ 7{kT)) ,
x{kT + D =f{x(kn ?(kT), 7{kT)) ,

(1.1)

(1.2)

where the vectors JC = ffi,..., 1cn]
T, 1t = \ui, ...,tim]T

9 and j = \yx,..., fp]
T are the

controller state, controller output, and sampled plant output, respectively, T e 1Zr is a
vector of reference input signals, and / and h are (perhaps nonlinear) maps of appro-
priate dimension.

Example 1.1.1

Consider the servo control system diagrammed in Figure 1.2, where the plant has transfer
function P(s) = ̂ jW Suppose that in addition to several transient response specifications, the
servo angle y must also track a ramp input applied at r with zero steady-state error. To meet these
specifications, assume that a digital PID control structure is used, as shown in Figure 1.2. The
three gains, Kp, Kd, and Ku are designed to satisfy the specifications under two assumptions:
(1) y(t) is sampled uniformly in time, at t = kT, for some T>0 ; and (2) the processor's
computational delay is fixed and known to the designer. Often, the computational delay is
assumed to be zero because the time required to compute the control law is much less than T. In
this case, the controller is being designed under the assumption that the output u(kT) is available
simultaneously with the sampled input y(kT). In any case, the state equations (1.1)—(1.2) for the
digital PID controller shown in Figure 1.2 are

tKkT) = ^-x,(kT) + (K,T - Zjj\ x2{kT) + (KP + K(T + Q\ e(kT) (1.3)

1ci(kT+T) = x2(kT)

x2(kT + T) = x~2(kT) +ZkT)

(1.4)

(1.5)

where e(kT) = (r(kT) - y{kT) J is the tracking error. The states are usually initialized at the
origin, so x\{Q) — £2(0) = 0.
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Digital PID control law

Sampler

Figure 1.2 Servomotor with digital PID controller.

Coding (1.1)-(1.2) on any processor is a usually an elementary task in any pro-
gramming language. The real challenge is timing: The processor must be programmed
to sample y uniformly in time, at T-second intervals, and the controller output 'w must
be computed and applied to the plant at a time consistent with the design assumptions.
In particular, if the computational delay is assumed to be zero, then u(kT) must be
applied to the plant as soon as possible after y(kT) is sampled. This is because the
control law gains (or more generally, the functions/ and h) are typically quite sensitive
to the sample interval T; a small change in T can result in a large change in closed-loop
pole locations, for example. Moreover, the performance of the overall system is usually
very sensitive to timing jitter, which is a variance in the time that y is sampled and/or
the time that u is applied to the plant.

1.2 TIMING IS EVERYTHING

In an actual digital implementation, delays are present in both the signal conversion
hardware and the processor. If the delay is of fixed duration, then (1.1)-(1.2) can often
be modified to compensate the delay. The simplest case occurs when the delay is a
multiple of T, that is, qT for some positive integer q. In this case, q additional shift
operators (l/zq, where z is the shift operator) can be put into the loop, between the
sampler and the data hold, and the control law can be designed to meet performance
specifications despite the delay. Of course, the additional shift operators are not part of
the control law—their presence in the loop is to model the total controller delay.

Unfortunately, the delays in a digital control system are not always of fixed dura-
tion. Depending on the hardware used, an analog-to-digital converter may take a
varying amount of time to complete the data conversion. Or if a timer is used to
generate a processor interrupt and an interrupt service routine (ISR) is then used to
trigger the data-conversion hardware, then a delay will be associated with servicing the
interrupt, called the interrupt latency. This is seldom a fixed duration of time because
the processor could be servicing an interrupt of higher priority, whose ISR must finish
before the data-conversion ISR can run. In addition, processors, especially those with
complex instruction set architectures (CISC) such as the Pentium, can take a varying
number of central processing unit (CPU) cycles—a varying amount of time—to com-
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plete the calculation of (1.1)—(1.2). This is due to instruction branching, main memory
caches (which reduce the average amount of time to fetch instructions and operands
but increase the variance), and the fact that the number of CPU cycles required to
execute some instructions, such as floating point multiplication, is dependent on the
operands themselves. All of these varying delays result in timing jitter, so that y{kT) is
not sampled at time kT but some time later, and u{kT) is not applied to the plant at
exactly time kT, but some time later.

Example 1.2.1

Continuing the digital PID control system introduced in Example 1.1.1, let us illustrate the effect
of timing jitter. First, assume that the PID gains, listed in Table 1.1, have been designed under the
ideal assumptions of zero computational delay and a fixed, uniform sample time of T — 50 ms. In
this case, if we apply a ramp input r(kT) = kT, then the internal model principle tells us that the
tracking error will converge to zero as k —> oo.

How is performance affected if this same control law is implemented with hardware that
samples y(t) not at time t = kT but rather at time t = kT + D, where D is a random variable,
uniformly distributed in the interval [0.005, 0.010]? Thus, the actual measurement occurs 5 to 10 ms
after time kT. What if we assume further that the time required to compute u(k) is not zero but is a
random variable C, uniformly distributed in the interval [0.015, 0.030], meaning the processor takes
15 to 30 ms to complete the calculation of u(kT)l In this case, u(k) could be applied to the plant as
late as 40 ms after time kT, or, more importantly, as late as 30 ms after y is measured.

Figure 1.3 shows the effects of this timing jitter on the tracking error for the servomotor
system by comparing it with the ideal delay-free case, when the ramp input 9(k) = kT is applied.
(All initial conditions are zero.) As expected, in the ideal case, e converges to zero exponentially.
However, when computational and measurement delay are included in the simulation, £no longer
converges to zero. In fact, it suffers from a "noisy" steady-state error. What causes this? During
the interval of time [kT, kT 4- C + D], the previously computed control, u(kT — T), is still being
applied to the plant. The design has not taken this into account.

Judging from this example, it is dangerous for the control system designer to be
ignorant of real-time implementation issues. Both delay and timing jitter, present in any
real-world application, can adversely affect closed-loop performance. At the very least,
the designer should be aware of their effects. Better still, the designer should incorpo-
rate the computational delays and worst-case timing jitter estimates into the control law
specifications. Including the time-varying effects of timing jitter into controller design
methodologies is very much an open area of research. Nonetheless, the designer can
always perform simulations that include the effects of delay and timing jitter, as we
have here. Finally, the designer should be actively involved at the implementation stage,
in case the control law must be modified should the timing specifications change. In
short, the control system designer's efforts do not end with Eqs. (1.1)—(1.2).

TABLE 1.1 PID Controller Parameters

Parameter

T
KP
Ki

Value

50 ms
1.0
0.5
0.5


