
The Origin of HDLs

1.1 INTRODUCTION

A key characteristic shared by all HDLs is that they form a subset of computer programming
language designs. The dictionary definition [1] of a language is any method of communicat-
ing ideas, as by a system of signs, symbols, gestures, or the like. While natural languages
such as English satisfy the above definition, they lack the precision and the absence of
ambiguity that constitute the key requirements of every computer programming language
intended for execution on precise computers. The imprecision and ambiguity in natural
languages is a direct consequence of their broad scope and the desire for creative expression.
In contrast, the desire to execute programs, written in the language, on computers to obtain
accurate and unambiguous results inevitably limits the scope of the programming language.
The character of computer programming languages is defined by the syntactical rules that
constitute a manifestation of the grammar and the semantics of the language constructs that
define the meaning or effect following execution. The general-purpose programming
language community believes [2, 3] that the semantics of a language embodies its funda-
mentals and that a study of several programming languages, with the semantics of each
language exhibiting distinct features, is likely to illuminate the issues involved in selecting a
language for a specific application. While this is true and is corroborated by our ordinary
experience that a person conversant in multiple languages exhibits superior mastery over
languages, there is another, alternate point of view.

If the intent of a computer programming language is known, i.e. one has the knowledge
of the characteristics of the underlying process(es) that need to be expressed in the language,
and the expectations following execution of a program on a computer(s) are specified, one
may develop a basic set of (not necessarily canonical) language constructs and associated
semantics that satisfy the intent. Clearly, the semantics will be a function of the underlying
process(es) that are modeled in the language and the fundamental characteristics of the host
computer(s) on which the executable programs are executed. The desirable properties of such
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a language would include accuracy of representation, precision of the execution results,
faithfulness to the intent, simplicity, fast execution, and "naturalness" [3], i.e. the appro-
priateness of its elements relative to the underlying process(es). Given that the characteristics
of the digital hardware processes (designs) are known, there is strong hope that this approach
may successfully apply to HDLs.

There is another very important requirement of all computer programming languages.
A language encapsulates the complete knowledge of all processes within its scope of
modeling. That is, it must permit a programmer to express, accurately and precisely, every
possible executable program that the programmer may design without violating any of the
syntactic and semantic rules laid down by the language. Clearly, the syntax and semantics
together must encapsulate the total character of the underlying execution. Thus, the language
designer is required to carefully synthesize the grammar and the semantics of each of the
language constructs, taking into consideration every possible and legitimate interaction
between the individual constructs, and guaranteeing that accurate and unambiguous results
are generated following the execution of any legitimate program. Any failure in this guarantee
may seriously jeopardize the language design effort. In addition, for greater acceptance by the
community and effectiveness of usage, the language designer is required to make every effort
to realize straightforward and simple-to-use language constructs. The guideline to the
language designer includes the precise purpose of the language which, in turn, imparts to
it a mandate, a well defined set of characteristics, a clear scope, and a precise set of
limitations. In our case, the intent is to capture the hardware design process faithfully and
accurately and to yield fast and accurate results following the execution of the programs
written in HDL.

A key characteristic of digital hardware designs is timing, especially relative timing,
which underlies the occurrence of all hardware activities or events. In essence, timing
constitutes the external and observable manifestation of the fundamental, causal relationship
between the activities. Timing determines the correctness of and directly affects the
performance of digital designs. While the functional correctness is of primary concern
with the simpler, combinatorial designs, for synchronous sequential designs, timing is
extremely important and for asynchronous sequential designs, it is absolutely critical. One
cannot but marvel at the subtle intricacies of the timing of information flow among tens of
thousands of tiny wires in a tiny integrated circuit chip that is probably flying a huge air-
plane or controlling a massive electric power plant. Clearly, the issue of timing is integral
to HDLs and the principal question is: What is the nature of timing from the perspective
of HDLs?

In our reality, i.e. at the level of human comprehension, time is synonymous with the
wall clock which ticks every second. At best, our senses and faculties can grasp time ranging
from a fraction of a second to possibly tens of years. Although many digital designs may
operate in the time units of seconds, the subcomponents generally operate at nanoseconds to
picoseconds, i.e. at rates a billion to a trillion times faster than our reality. Last, when a digital
hardware is modeled by a program written in an HDL and executed on a computer(s), the
occurrences of the hardware events are labeled by time instants within the execution. The
nature of the modeling permits one to control the time during the execution at will—step
through linearly, non-linearly, compressed, or dilated. For instance, the passage of an electron
through a P-N junction, actually requiring only 1 ns, may be modeled and its execution may
require an hour to complete on a computer. Conversely, the cycle of birth and death of stars
spanning billions of human years may be modeled and executed in 5 minutes on a computer.
Thus, the question is; What is the common thread, if any, that binds these different notions of
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time? Fundamentally, this universe is composed of space, time, and causation [4]. Everything
that we know or can possibly know must be subject to causation. According to the principle of
causality, for every cause there is an effect and for every effect realized there must have been a
cause. Thus, causality is the primary, fundamental truth and it constitutes the common thread
that binds the different notions of time. In turn, time serves as an external manifestation of the
causal relationship between two or more events. Given that cause C bears an effect E, the time
value of E must be greater than that of C, at least by an infinitesimal amount. In contrast,
however, given two events at two distinct time values, a causal relationship is not necessarily
implied. This fundamental nature of causality is further amplified by the following scenario.
Consider a design with two unconnected components that are obviously located at two
geographically dispersed points in space. For each individual component, two successive
hardware events may be labeled by two distinct values of its own notion of time. However, for
any two events, one in each component, respectively, no remarks can be made with certainty
about their simultaneity in time since, according to Feynman [5], it follows from the theory of
relativity that we can never determine their simultaneity in an absolute sense. Simultaneity of
events is strictly local. In contrast, where the two components are connected together, the
principle of causality is capable of characterizing precisely the presence of any causal
dependence. According to Feynman [5], although the law of conservation of energy continues
to hold true, nature is tricky in that energy is continuously being transformed into a large
number of forms that appear at unlikely places. In theory, nature can play similar tricks with
causality, making the search for the cause and effect most elusive. Much to our relief,
however, a basic assumption has held true in hardware designs in that, if two components are
causally related, there must exist an electrical connection through which an electrical signal
propagates from one component to the other.

For digital hardware designs, the external stimulus at the primary inputs constitute the
primary cause. In general, one or more of the stimuli may be asynchronous, i.e. occur
irregularly in time. For instance, to a digital controller that manipulates the signals at an
intersection, the arrival of vehicles is generally asynchronous. That is, relative to its
understanding of the progress of time which is encapsulated by its clock, the controller
may never know precisely when a vehicle will arrive at the intersection. However, for the
controller to make a decision about whether to allow a vehicle to pass or stop, the knowledge
of the time value of the vehicle's arrival must first be understood in terms of its own clock.
This process is termed synchronization and it is generally achieved by the use of synchro-
nizers. While the most fundamental synchronizer is the flip-flop, sophisticated synchronizers
utilized in the communication between two or more systems operating asynchronously are
designed around the basic flip-flop. Under these circumstances, in theory [6-8], it is not
possible to guarantee that the device specifications—setup and hold—will be satisfied by the
input signals. When setup and hold time constraints are violated, the result is malfunctions
that are transient, hard to correct, and occasionally devastating. In general, most processes in
nature appear independent and asynchronous to us humans. Examples include the emission of
alpha particles in radioactive decay, the appearance of earthquakes, and the occurrence of
accidents. One could argue that it is due to our ignorance of the precise causal relationship
and its characteristics, as is stated in the Law of Karma and hypothesized by Penrose [9] in the
book, "The Emperors New Mind Concerning Computers, Minds, and the Laws of Physics"
Synchronous processes, on the other hand, are generally man-made and they reflect the
character of our comprehension. Examples include the meeting of the students and the teacher
at 8:40 A.M. in Room 100 for the Math 101 class or the US citizens voting for their President
on November 4. As a result of the ubiquity of asynchronous inputs, virtually all hardware and
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software systems, including distributed networked systems, are prone to failure at any time.
To date, we have not acquired the knowledge with which to eliminate this uncertainty
completely. Clearly, both digital hardware designs and HDLs inherit this fundamental
limitation.

1.2 ON THE NATURE OF HARDWARE VERSUS SOFTWARE

Since HDLs relate to hardware, we will first focus on the definition of hardware and
understand its basic characteristics. Generally speaking, the notion of hardware creates in our
mind an image of transistors, gates, flip-flops, and CPU boards. Software, on the other hand,
evokes the image of programs and code. However, it is not uncommon to find a computer in
which the entire operating system, traditionally a piece of software, is stored in a ROM, a
traditional piece of hardware. Conversely, one can write program fragments to emulate just
about every major piece of hardware, including flip-flops and CPUs. In fact, that is precisely
what HDLs are designed to accomplish. Even if we were to admit that the distinction between
hardware and software is increasingly blurred, we would still cling to these terms in an
intuitive way, in both theory and experimental circles. To examine whether there is a real
distinction between them, consider the principal theme of the stored program control concept.
Imagine that we have an objective—to compute the sum of the first N natural integers.

Clearly, we need a piece of hardware, i.e. a collection of gates, that can perform actual
addition. At this point, we have two choices. First, we can either design the hardware such that
it reads the first N natural numbers and computes their sum. Such a hardware design will be
inflexible and potentially uneconomical. Second, we can incorporate flexibility in the
hardware design so that it may be utilized to perform a number of different functions at
different times. The stored program control [10] concept, attributed to von Neumann, is the
most basic concept underlying computers and it supports the second choice. It argues that the
flexibility may be manifested through a software "program." That is, the software possesses
the ability to realize the execution of different functions with the same hardware. This is
termed "control." Clearly, the program is a physical entity and the need to "store" it gives rise
to the notion of memory or storage. It is critical to note that, while it encapsulates flexibility,
the program or software is inert, i.e. it cannot execute on its own. Only the hardware can
execute it. The hardware is labeled the central processing unit. In summary, therefore, under
von Neumann's stored program control, the program encapsulates the control and while it is
executed by the hardware, it, in turn, directs the hardware to perform a specific execution. The
program is inert and it cannot control the hardware all by itself. It needs the active cooperation
of the hardware. Thus, the relationship between the hardware and the software is symbiotic.
The definition of control [11] is derived from a strict function, i.e. an entity or a signal is
determined to be control when its state must be known in detail to compute the overall system
behavior. Under specific circumstances, such as the execution of the "jump" statement, the
otherwise sequential execution of the program is interrupted by the hardware generating a
negative value, say, and the hardware could appear to exercise control. However, only the
program software qualifies as control since its state must be known in detail to compute the
overall system behavior at any instant of time. Thus, while the separation between the
hardware and the program is increasingly blurred, the issue of control will distinguish the
entity representing the stored program from that corresponding to hardware.

Fundamentally therefore, software is the inert flexibility and hardware is the rigid
vehicle that can execute operations and the software. Their relationship is such that one
without the other is useless. A natural question is which of them holds the intelligence.


