
Chapter 1: Single Keyword Matching

Introduction

Single keyword matching means locating all occurrences of a given pattern in the input text string. It
occurs naturally as part of data processing, text editing, text retrieval, and so on. Many text editors
and programming languages have facilities for matching strings. The simplest technique is called the
brute-force (BF), or naive, algorithm. This approach scans the text from left to right and checks the
characters of the pattern character by character against the substring of the text string beneath it. Let
m and n be the lengths of the pattern and the text, respectively. In the BF approach, the longest (worst-
case) time required for determining that the pattern does not occur in the text is O(mn).

Three major pattern matching algorithms for the improvement of efficiency over the BF technique
exist. One of them is the KMP algorithm, developed by Knuth, Morris, and Pratt. The KMP algorithm
scans the text from left to right, using knowledge of the previous characters compared to determine
the next position of the pattern to use. The algorithm first reads the pattern and in O(m) time
constructs a table, called the next function, that determines the number of characters to slide the
pattern to the right in case of a mismatch during the pattern matching process. The expected
theoretical behavior of the KMP algorithm is O(w+m), and the next function takes O(m) space.

The next algorithm, the BM algorithm, was proposed by Boyer and Moore. The BM approach is the
fastest pattern matching algorithm for a single keyword in both theory and practice. The BM
algorithm compares characters in the pattern from right to left. If a mismatch occurs, the algorithm
computes a shift, that is, the amount by which the pattern is moved to the right before a new
matching is attempted. It also preprocesses the pattern in order to produce the shift tables. The
expected theoretical behavior of the BM algorithm is equal to that of the KMP algorithm, but many
experimental results show that the BM algorithm is faster than the KMP algorithm.

The last approach is the KR algorithm, presented by Karp and Rabin. The KR algorithm uses extra
memory to advantage by treating each possible m-character section (where m is the pattern length) of
the text string as a keyword in a standard hash table, computing the hash function of it, and checking
whether it equals the hash function of the pattern. Although the KR algorithm is linear in the number
of references to the text string per characters passed, the substantially higher running time of this
algorithm makes it unfeasible for pattern matching in strings.

In the rest of the chapter, many improvements, including parallel approaches, and variants of the
basic single keyword matching algorithms introduced above are discussed along with the corre-
sponding references.

In order to introduce these typical single keyword matching techniques, I have selected the three
papers Knuth, Morris, and Pratt (1977), Boyer and Moore (1977), and Davies and Bowsher (1986). The
first two papers are the original papers of the KMP and BM algorithms, respectively. The third paper
includes comprehensive descriptions and useful empirical evaluation of the BF, KMP, BM, and KR
algorithms. Good surveys of single keyword matching are in [Baeza-Yates, 89a], [Baeza-Yates, 92], and
[Pirkldauer, 92].

Brute-force (BF) algorithm

This approach scans the text from left to right and checks the characters of the pattern character by
character against the substring of the text string beneath it. When a mismatch occurs, the pattern is
shifted to the right one character. Consider the following example.
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Pattern:
Text:

text
In this example the algorithm searches in the text...

In this example the algorithm searches in the text for the first character of the pattern (indicated by
underline). It continues for every character of the pattern, abandoning the search as soon as a
mismatch occurs; this happens if an initial substring of the pattern occurs in the text and is known as a
false start. It is not difficult to see that the worst-case execution time occurs if, for every possible
starting position of the pattern in the text, all but the last character of the pattern matches the
corresponding character in the text. For pattern am~lb and for text an with n»m, O(mn) comparisons
are needed to determine that the pattern does not occur in the text.

Knuth-Morris-Pratt (KMP) algorithm

The KMP algorithm scans the text from left to right, using knowledge of the previous characters
compared, to determine the next position of the pattern to use. The algorithm first reads the pattern
and in O(m) time constructs a table, called the next function, that determines how many characters to
slide the pattern to the right in case of a mismatch during the pattern matching process. Consider the
following example.

Position:
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next:
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By using this next function, the text scanning is as follows:
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Let i and / be the current positions for the pattern and the text, respectively. In the position ;=4,
which is a b in the text, matching becomes unsuccessful in the same position, i'=4, which is an a in the
pattern. By adjusting *=next[4]=2 to/=4, the pattern is shifted 2 characters to the right as follows:
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After aa is matched, a mismatch is detected in the comparison of a in the pattern with b in the text.
Then, the pattern is shifted 3 characters to the right by adjusting /=next[5]=2 to ;=8, and then the
algorithm finds a successful match as follows:
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Text:
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Summarizing, the expected theoretical behavior of the KMP algorithm is O(n+m), and takes O(m)
space for the next function. Note that the running time of the KMP algorithm is independent of the
size of the alphabet.

Variants that compute the next function are presented by [Bailey et al., 80], [Barth, 81], and
[Takaoka, 86]. Barth ([Barth, 84] and [Barth, 85]) has used Markov-chain theory to derive analytical
results on the expected number of character comparisons made by the BF and KMP algorithms on
random strings.

Boyer and Moore (BM) algorithm

The BM approach is the fastest pattern matching algorithm for a single keyword in both theory and
practice. In the KMP algorithm the pattern is scanned from left to right, but the BM algorithm
compares characters in the pattern from right to left. If mismatch occurs, then the algorithm computes
a shift; that is, it computes the amount by which the pattern is moved to the right before a new
matching attempt is undertaken. The shift can be computed using two heuristics. The match heuristic
is based on the idea that when the pattern is moved to the right, it has to match over all the characters
previously matched and bring a different character over the character of the text that caused the
mismatch. The occurrence heuristic uses the fact that we must bring over the character of the text that
caused the mismatch the first character of the pattern that matches it. Consider the following example
of [Boyer et al., 77],

Pattern: A T - THAT

Text: WHI CH- F I N A L L Y - H A L T S . - - A T - THAT - P O I NT

At the start, comparing the seventh character, F, of the text with the last character, T, fails. Since F is
known not to appear anywhere in the pattern, the text pointer can be automatically incremented by 7.

Pattern: A T - T H A I

Text: WHI CH- F I N A L L Y - H A L T S . - - A T - T H A T - P O I NT

The next comparison is of the hyphen in the text with the rightmost character in the pattern, T. They
mismatch, and the pattern includes a hyphen, so the pattern can be moved down 4 positions to align
the two hyphens.

Pattern: A T - THAT

Text: WHI C H - F I NAL L Y - HAL T S . - - AT - T HA T - P OI NT

3



After T is matched, comparing A in the pattern with L in the text fails. The text pointer can be moved
to the right by 7 positions, since the character causing the mismatch, L, does not occur anywhere in the
pattern.

Pattern: A T - T H A T

Text: WHI C H - F I NAL L Y - HAL T S . - - A T - T HA T - P OI NT

After AT is matched, a mismatch is detected in the comparison of H in the pattern with the hyphen in
the text. The text pointer can be moved to the right by 7 places, so as to align the discovered substring
AT with the beginning of the pattern.

Pattern: A T - THAT

Text: WHI C H - F I N A L L Y - H A L T S . - - A T - THAT - P O I NT

Karp and Rabin (KR) algorithm

An algorithm developed in [Karp et al., 87] is an improvement of the brute-force approach to
pattern matching. This algorithm is a probabilistic algorithm that adapts hashing techniques to string
searching. It uses extra memory to advantage by treating each possible m-character section of the text
string (where m is the pattern length) as a key in a standard hash table, computing the hash function
of it, and checking whether it equals the hash function of the pattern. Similar approaches using
signature files will be discussed in chapter 5.

Here the hash function is defined as follows:

h(k) = k mod c\, where q is a large prime number.

A large value of q makes it unlikely that a collision will occur. We translate the m-character into
numbers by packing them together in a computer word, which we then treat as the integer k in the
function above. This corresponds to writing the characters as numbers in a radix d number system,
where d is the number of possible characters. The number k corresponding to the m-character section
text[z]...text[/+ra-l] is

k = text[/] x rfm~3 + text[/+l] x dm~2 + - + text[/+m-l]

Shifting one position to the right in the text string simply corresponds to replacing k by

(fc-text[z] x d™-1) xd+text[/+m]

Consider the example shown in Figure 1 of the KR algorithm based on [Cormen et al., 90]. Each
character is a decimal digit, and the hashed value in computed by modulo 11. In Figure la the same
text string with values computed modulo 11 for each possible position of a section of length 6.
Assuming the pattern k=l 63479, we look for sections whose value modulo 11 is 8, since h(/c)=l 63479
mod 11=8. Two such sections for 163479 and 123912 are found. The first, beginning at text position 8,
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is indeed an occurrence of the pattern, and the second, beginning at text position 14, is spurious. In
Figure lb we are computing the value for a section in constant time, given the value for the previous
section. The first section has value 163479. Dropping the high-order digit 1 gives us the new value
634791. All computations are performed modulo 11, so the value of the first section is 8 and the value
computed of the new section is 3.
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Figure 1. Illustrations of the KR algorithm

Evaluations of single keyword matching algorithms

Rivest ([Rivest, 77]) has shown that any algorithm for finding a keyword in a string must examine
at least n-m+1 of the characters in the string in the worst case, and Yao ([Yao, 79]) has shown that the
minimum average number of characters needed to be examined in looking for a pattern in a random
text string is O(n flog^ml/m) for n>2m, where A is the alphabet size. The upper bound and lower
bound time complexities of single pattern matching are discussed in [Galil et al., 91] and [Galil el al.,
92].

The minimum number of character comparisons needed to determine all occurrences of a keyword
is an interesting theoretical question. It has been considered by [Galil, 79] and [Guibas et al., 80], and
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