Preface

In the past decade there have been several books dealing with various aspects of
parallel and distributed processing systems aimed at users at different levels and
with varying interests. Those that are designed as text books are usually meant for
final year undergraduate students or graduate students in computer science. These
usually provide a general treatment of a variety of topics. The coverage is wide but
normally restricted to fundamental concepts and results. Others, which are mainly
intended to be research monographs, provide an in-depth study of some specific
aspect of parallel and distributed systems. This book belongs to the latter category
and is concerned with a class of problems in the general area of load sharing and
balancing in parallel and distributed systems.

Load scheduling/sharing has attracted a considerable amount of attention in the
computer science literature in recent times. It is one of the many ways of exploiting
the power of multiprocessor/multicomputer systems. However, most research reported
in the literature on parallel computing, attempts to achieve this goal algorithmically—
that is, by designing new and more efficient parallel algorithms in place of the
conventional sequential algorithms. A recently developed research direction has con-
centrated on exploiting possible parallelism in the data so that it can be partitioned
optimally and assigned to several processors, in order to be processed in the shortest
possible time. This leads us directly into the domain of what is known as divisible
loads. Research in this area is concerned with identifying interrelationships among
various data points in a computational load, and using this knowledge, along with
information about system-dependent constraints, to partition the data into optimally
sized segments for each processor. The simplest such load is the one that is arbi-
trarily divisible, that is, one that can be divided into any number of segments of
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