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Introduction

It's time to move on to bigger and better things, or so the wise man once said. In Chapter 11, Managing Your System With Perl,

of Bedinning RedHat Linux 9, you were introduced to Perl and its syntax and functionality through a series of well-defined e

programs. Though the programs were small in size, they packed a serious punch; you can implement a great amount of « Installation
functionality in Perl with very little effort. In this chapter, we will take our Perl knowledge a bit further by developing an - Manual Installation
advanced administration and monitoring application -- the System Administration Helper or sysadmin for short -- which is : Wmﬁon
powerful enough to be used on a daily basis to monitor your system. » How does sysadmin work?

= Dissecting the code
In order to get a true feeling for what we are about to develop, why don't you go ahead and flip through the rest of this ‘ %Modules
chapter (or click on the links below) to see screenshots with sysadmin in action. You can use sysadmin's point-and-click Web e Defining Constants
interface to: ¢ Parsing Inout Argumen

e Invoking the Handler
e Filling in the Template

view processor information and disk usage . Subroutines
check kernel version and see what modules are loaded e Home Page

Hardware
Software: Kernel Info.

RPM Packages

Network Interfaces

Edit Network Config.

Save Network Config.

Security Advisories
m L

System Users

Current Processes

e Cron Jobs

You should note that we do not natively implement all of the functionality that you see in the screenshots and in the list above. * _Summary
Instead, we take full advantage of existing Perl extensions, external programs and system configuration files to provide us with the information that we are looking for.
We massage the content produced by these tools and wrap it within a clean Web interface.

see what software packages are installed and their details

list the active network interfaces and their I/O statistics

edit network configuration

read the latest security advisories

monitor the messages log for possible errors

display all users, their active cron jobs and whether they are logged in
track current processes

e 0006000000

You might be wondering why we elected to build a Web interface around our application? Well, a Web interface provides us with a number of advantages, namely
a convenient easy-to-use paradigm and a password protection mechanism to allow only administrators to access the application. Instead of spending time
designing the Web interface, we could have certainly implemented a simple command-line interface, but that would have made the entire application clunky and
difficult to use. And besides, you can take advantage of the code in this application to learn a bit about how to develop back-end (or server-side) Web applications.

Before you start to look at the actual code, you should spend some time playing around with the application, so you have a good understanding of its capabilities.
So, let's go ahead and install the sysadmin application and all of its prerequisite building blocks. This includes downloading, configuring and building a Web server
and installing the various Perl extensions. Are you ready to start? Here we go!

Installation

The System Administration Helper works its magic through a Web server, operating as a back-end Web application -- more on this later. Our first order of business,
then, is to install a Web server. I'm sure you are thinking, "Great! | already know how to do this," having learned how to build and configure the Apache web server
in Chapter 9, Building Networks. Unfortunately, the pre-built binary Apache RPM package that comes with the RedHat distribution is not suitable for our task. More
specifically, our application needs access to a number of resources that can only be seen and used by the system administrator, so we need to be able to run the
Web server with administrative privileges. Apache will simply not allow us to run the server as the root user, atleast, not without rebuilding it from source code.

If you are still curious as to how Apache would respond to such a configuration, change the User and Group directives in the httpd.conf files to root , and try to
start the server. What do you run into? Do you see the following error message:

Error: Apache has not been designed to serve pages while
running as root. There are known race conditions that
will allow any local user to read any file on the system.
If you still desire to serve pages as root then
add -DBIG_SECURITY_HOLE to the EXTRA_CFLAGS line in your
src/Configuration file and rebuild the server. Itis
strongly suggested that you instead modify the User
directive in your httpd.conf file to list a non-root
user.

We could certainly download the Apache source code and build a new version of the server with the special compile-time flags recommended in the error message.
However, it is far easier to build and configure another Web server, one that is highly efficient and supports a small set of easy-to-understand configuration
directives. Can you guess what server | am referring to? If you guessed thttpd, you are absolutely correct! thttpd is quite popular among developers and
Webmasters looking for excellent performance in a small package; in some stress tests, it is actually much faster than Apache.

Now that we have taken care of the Web server issue, let's discuss the other components that we need, namely specific Perl extensions. We use powerful
extensions, such as LWP::UserAgent and HTML:: Template, to take care of the routine tasks in our application, allowing us to focus on the core application logic.
These extensions, as well as hundreds and thousands of other freely available extensions to interface and communicate with various utilities, applications,
Internet services and database engines, are available at The Comprehensive Perl Archive Network (CPAN). We will use a special application to retrieve and install
all of the necessary extensions.

Let's start the installation!

Manual Installation



The entire process of building, installing and configuring the sysadmin application is a bit complex and even convoluted, so we have developed an automated
installer to take care of most of the process. However, if you are not entirely comfortable using an installer and want to build and configure all of the components
manually, you can follow the procedure outlined in this section.

We will start by building and installing the thttpd Web server. One quick note, before we start. You will see the hash-mark character, #, in front of each of the
commands below. This indicates that you need to be logged in as the system administrator, or the root, user before invoking the commands.

# cd /usr/local/src

#wget http://www.acme.com/software/thttpd/thttpd-2.23betal.tar.qz
# tar -zxvf thttpd-2.23betal.tar.gz

# cd thttpd-2.23betal
# ./configure --prefix=/usr/local/thttpd

# perl -pi.bak1 -e 's/(CGI_NICE\s+)\d+/${1}100/' config.h
# perl -pi.bak2 -e 's/(LINGER_TIME\s+)\d+/${1}0/' config.h
# perl -pi.bak -e 's/(WEBGROUP\s+=\s+)\S+/${1}root/' Makefile

# mkdir /usr/local/thttpd

# pushd /usr/local/thttpd

# mkdir -p conf logs sbin init wwwi/cgi-bin www/icons www/html \
templates man/manl man/man8

# popd

# make
# make install

If you don't encounter any errors, then you have successfully built and installed the Web server. You can find all of the associated server files in the
Just/local/thttpd directory. The next step is to create the server configuration file, which specifies, among other instructions, the user to run the server as, the
host and port number to bind to and the location of the access log file:

[ fusr/local/thttpd/conf/thttpd.conf ]

dir=/usr/local/thttpd/www

user=root
logfile=/usr/local/thttpd/logs/thttpd.log
pidfile=/usr/local/thttpd/logs/thttpd.pid
port=8001

host=127.0.0.1

cgipat=/cgi-bin/*

charset=iso0-8859-1

globalpasswd

nosymlink

novhost

The Web server is configured to accept requests only on the local loopback address, 127.0.0.1, and port number 8001. This ensures that users from other
locations cannot connect to the server and run the sysadmin application. We are not finished with the installation process just yet! We still need to enable
password protection on the server, install the actual application, all related HTML files, templates and necessary icons and build the necessary Perl extensions:

#echo somepass |/usr/local/thttpd/sbin/htpasswd -c \
{usr/local/thttpd/www/.htpasswd someuser

# cd /usr/local/thttpd
#wget http://www.mechanicnet.com/personal/shishir/sysadmin-latest.tar.qz
# tar -zxvf sysadmin-latest.tar.gz

#perl-M  CPAN-e shell

cpan> install CGl

cpan> install Lwp

cpan> force install HTML::Template
cpan> install XML::Parser.

cpan> install XML::RSS

cpan> install Linux:netzdev
cpan> install Linux::Cpuinfo

cpan> quit

Make sure to replace the words someuser and somepass with your desired login and password. Hooray, we are done! We can now start the Web server by using
the thttpd application, specifying the location of the configuration file as an argument, like so:

# lusr/local/thttpd/sbin/thttpd -C /usr/local/thttpd/conf/thttpd.conf

If you found the entire installation process to be laborious and time consuming, you can use a special application that we developed (in Perl!) to configure and
build all of the components for you. We'll look at this next.

Automatic Installation

There is no question that this installation process can get a little frustrating, especially if some of the components, such as the server itself or the Perl extensions,
fail to compile properly. To avoid this hassle, you can use the installer, titled sysadmin-install.pl , to care of the entire download, build and configuration process.
Here is how you would invoke the installer:

#cd~
#wget http://www.mechanicnet.com/personal/shishir/sysadmin-install.pl
# perl sysadmin-install.pl

The installer will first ask you several questions and then will proceed to perform each step detailed in the previous section. In addition, it also installs a startup
script in the /etc/init.d directory to automatically start the Web server at boot time.

Accessing the Application

Now that we have installed all of the necessary components, how do we actually access the System Administration Helper application? It's quite easy. Simply, open
up your favorite Web browser and point it to:



http://127.0.0.1:8001/cqi-bin/sysadmin

The Web server will prompt you for authentication information. Go ahead and enter the login and password that you chose during installation. If everything goes
well, you should see sysadmin's home page. You should play around with the application and its features for some time before you start to even look at the source
code. This will allow you to better understand the code and what it does. But, if you are ready to discuss the code now, jump on over to the next section.

How does sysadmin work?

The System Administration Helper is an application written in Perl and is not much different in style than any of the other programs that we have previously looked
at in Chapter 11, Managing Your System With Perl. But that begs the question, "how does it work through the browser?" The answer lies in the Common Gateway
Interface, or CGI. I'm sure you have heard of the word CGl, as in "CGI programs" or "CGl scripts,"” in reference to back-end Web applications.

However, CGl is not an application nor a language. It is a trivial standard that dictates how Web servers can communicate with external applications. We can
develop these applications in any language, whether it is Perl, C, Python, Tcl or even COBOL. The only difference between a regular application and a CGIl enabled
application is the manner in which input and output are handled; everything in between is the same.

For example, when you open a browser and request a resource such as:
http://127.0.0.1:8001/cqi-bin/sysadmin

the Web server proceeds to execute the /cgi-bin/sysadmin application, located relative to the server root directory, passing to it any input from the browser and
returning the generated output back to the browser, as illustrated below:
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Figure 1: CGI Application Flow

We can read the input from the browser directly from the standard input stream (STDIN) or through environment variables, depending on how the browser sent
the original request. But, fortunately for us, there are a number of Perl modules that are intelligent enough to process the input and provide us with functions to
access the data.

As we go through our code and are ready to generate the output, we need to do so in a format that the browser can understand. Instead of printing plain text to
the standard output stream, we need to generate HTML output, which the Web server simply passes back to the browser. The browser cannot tell the difference
between our dynamically generated HTML content and a static HTML document; both are returned by the server in much the same manner.

Finally, you should note that the Web server will not blindly execute any program that you request over the Web. Instead, it will process programs located only in
a certain directory or ones that have specific extensions or patterns. Otherwise, we would have to deal with some severe security issues. Look at the thttpd
configuration file above and you will see the cgipat directive; the server will execute only programs that have a /cgi-bin/ in the URL.

Dissecting the Code

As we have discussed at the offset, the sysadmin application implements a number of useful features for administering and monitoring the system. You might be
surprised to hear that, for the most part, we simply use the syntax and constructs discussed in Chapter 11, Managing Your System With Perl. Of course, in a
program of this size, approximately 700 lines, you should also expect to see some new constructs in action, namely the extensive use of data references. Are you
ready to look at the code? Let's go!

The "Main" Program

We will start our technical discussion by looking at the "main” part of the program first. This portion of the code is responsible for importing external modules,
defining global constants and reading input arguments from the browser. Based on these arguments, we execute the necessary subroutine or handler, passing its
output to a HTML template processing module or extension. The module is then responsible for combining this output with a specific HTML template to produce the
final HTML document.

Here is a figure that illustrates this process flow:
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Figure 2: sysadmin Flow



Then, we will proceed to cover each subroutine, discussing its implementation details and functionality. There is nearly a one-to-one relationship between each
hyperlink that you see in the live application and its corresponding subroutine. Since there is so much code to cover, it is beyond the scope of this chapter to look
at each and every subroutine in great detail. However, | will highlight any portions of the code that either represent new syntax and constructs or carry special
significance.

Here is the code that you have been eagerly waiting for:

#!/usr/bin/perl

H#it++

## Beginning RedHat Linux Administration Helper

#it

##  Copyright (c) 2003, Shishir Gundavaram and Wrox Press

##  All rights reserved.

##

## Redistribution and use in source and binary forms, with or without

## madification, are permitted provided that the following conditions are met:
#it

## * Redistributions of source code must retain the above copyright notice,

##  this list of conditions and the following disclaimer.

## * Redistributions in binary form must reproduce the above copyright

##  notice, this list of conditions and the following disclaimer in the

##  documentation and/or other materials provided with the distribution.

## * Neither the names of copyright holders nor the names of its

##  contributors may be used to endorse or promote products derived from

##  this software without specific prior written permission.

##

i THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS "AS IS"
#it AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE
#it IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE
## ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT OWNER OR CONTRIBUTORS BE
## LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR

## CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF
i SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS
## INTERRUPTION) HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN
#it CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE)
## ARISING IN ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF

## THE POSSIBILITY OF SUCH DAMAGE.

-

Hi++

## Load external modules

HH--

use CGl; ## Used to process input from browser

use HTML:Template ; ## Used to fill in HTML templates

use Linux:Cpuinfo ; ## Used to get CPU info

use Linux:net::dev ; ## Used to get network interfaces

use Digest:MD5 _; ## Used to calculate MD5 digest

use FEcntl ; ## Used to lock file when creating it

use LWP:UserAgent ; ## Used to retrieve Web resources

use HTTP:Request ; ## Used with LWP to create HTTP/Web request

use XML:RSS; ## Used to process advisories in RDF format

use strict _; ## "strict" mode

H#it++

## Declare constants

Hit--

our ($VERSION);

our_ ($SCRIPT,

$ACTIONS, $STEMPLATES, $BULLET, $R_BAR, $G_BAR,

$ADVISORIES, $BROWSER, $W, $RPM, $PS, $DF);

$VERSION  ='0.07%

$SCRIPT = $ENV{SCRIPT_NAME},

$ACTIONS ={
home =>'home.html’, ## Home page
hw =>'hw.html’, ## CPU, Disks, PCI
sw => 'kernel.html', ## Kernel, loaded modules
rpm =>"rpm.html’, ## RPM installed
net => 'net.html’, ## Data transfers
netcfg => 'netcfg.html’, ## Network configuration
editcfg =>'editcfg.html’, ## Save network config.
security => 'advisories.html’, ## Security advisories
logs =>"logs.html’, ## View log files
users =>'users.html’, ## View users
process => 'process.html’, ## View processes
cron =>'cron.html’, ## View cron jobs

h
$TEMPLATES = '/ust/local/thttpd/templates’; ## Path to above templates
$BULLET
$R_BAR
$G_BAR

= '<img src="/icons/ball.gif" width="12" height="12">",
='src="/icons/red.gif" height="12";
= 'src="ficons/green.gif" height="12";

$BROWSER ='Mozilla/5.0 (X11; U; Linux i686; en-US; rv:1.0.1) ' .
'Gecko/20020830";
$ADVISORIES ="'  http://www.linuxsecurity.com/linuxsecurity advisories.rdf Y

$W ="lusr/bin/w";
$RPM ='/bin/rpm";




$PS ='/bin/ps";

$DF ='/bin/df’;

HH++

## Process arguments/query input; set default action to ‘home'
H#Ht--

my ($cgi, $action, $args1, $args2);
$cgi =new CGI
$action = $cgi->param (‘action’) || ‘home";

$argsl = $cgi->param (‘argsl’) "
$args2 = $cgi->param (‘args2’) I

$action =~s AW/ [g; ## Remove all "non-word" chars.
$action = Ic_ $action; ## Change case to all lowercase
$argsl = |c_S$argsl;

$args2 = Ic_S$args2;

$action = 'home' if (! exists _ $ACTIONS->{$action});

HH++

## Invoke the necessary handler, storing the content in $data.

#it--

my ($data, $template);
{

no strict 'refs’;

if ( defined  &{ $action }) {
$data = &{ $action }($args1, $args2, $cgi);
} else {
$data = home();
}
}

Ht++

## Initialize the template object and pass to it the data
## returned by the handler.

##--

$template = new HTML:: Template _ (filename => $ACTIONS->{$action},
path => [ $TEMPLATES ));

$template->param (%$data); ## Dereference hash!

print _ "Content-Type: text/html\n\n", $template->output();

exit _ (0);

Loading External Modules

First, we load a whole slew of extensions, starting with the CGl module. This module has nearly become the defacto standard for parsing input in CGI enabled
back-end Web applications. For example, if you click on the Hardware tab on the top navigation bar in sysadmin, the browser will attempt to get the following
resource:

http://127.0.0.1:8001/cqi-bin/sysadmin?action=hw

The web server then executes the sysadmin application, passing to it an input argument, or query string, of action=hw ; action is the key and hw is the value. The
CGI module conveniently reads and parses this input, so that we can access the value associated with a specific key by calling its param function and passing the
key name. We'll see a few examples of this very soon.

Next, we load the HTML::Template module, which we will use to return HTML content back to the browser. Designing all of the sysadmin pages with navigation
bars, mouseover effects and colorful tables requires a significant amount of HTML code. However, you will not find any HTML code within this application. So, where
is it coming from? The HTML:: Template module allows us to separate the business logic from the display semantics, by storing the HTML code in templates outside
of the application. That way, for example, a graphic designer can work on the visual component without directly effecting or modifying the application code.

In addition, we can place tokens or placeholders in these templates, so that they are replaced with dynamic information at runtime. Here is a small snippet from
the HTML template that represents the Hardware page:

<tr>
<td class="CellYellow" align="center"><TMPL_VAR vendor></td>
<td class="CellYellow" align="center"><TMPL_VAR model></td>
<td class="CellYellow" align="center"><TMPL_VAR family></td>
<td class="CellYellow" align="center"><TMPL_VAR mhz></td>
<td class="CellYellow" align="center"><TMPL_VAR cache></td>
<td class="CellYellow" align="center"><TMPL_VAR bogomips></td>
</tr>

Tags that start with the TMPL_prefix have a special significance to the HTML::Template module; notice how each tag has a trailing argument. In order to replace
these tags with real values, all we have to do is pass a hash to the module's param function where each key in the hash matches the tag's argument name. And
the module takes care of the rest!

We will not look at the remaining seven modules at this point, since they are not used in the main part of the program. We will discuss each one as we encounter
it in a subroutine later in the program.

Defining Constants



After we finish loading all of the modules, we proceed to define a set of constants. Most of them are pretty routine, but you should pay especially close attention to
the $ACTIONS variable for two reasons. First, $ACTIONSis a reference to a hash. Even though it looks like a regular hash, the presence of the leading dollar sign
should tell you that it is not. A reference is always a scalar variable that "points"” to the memory location occupied by the underlying data type.

Take a look at the following program which illustrates some of the differences between a reference to a data type and the data type itself:

[ref.pl]

#!/usr/bin/perl

$hashref ={one=>"1" two=>"2'}; ## Reference to an "anonymous" hash
$arrayref =[100, 200]; ## Reference to an "anonymous" array
%hash =(red =>'1', blue =>'2"); ## Regular hash

@array = (300, 400); ## Regular array

$hashref2  =\%hash; ## Reference to %hash

$arrayref2 = \@array; ## Reference to @array

print "hashref: $hashref, hash: " %hash, "\n";

print "arrayref: $arrayref, array: @array\n";

print "hashref 2: $hashref2\n";

print "arrayref 2: $arrayref2\n";

H#it++

## Dereference to get at the underlying data ...

#--

print "deref hash: ", %$hashref, " or one element: $hashref->{one}\n";

print "deref array: @$arrayref or one element: $arrayref->[0]\n";

print "deref hash: ", %$hashref2, " or one element: $hashref2->{one}\n";
print "deref array: @$arrayref2 or one element: $arrayref2->[0]\n";

exit (0);
When you the run the program, you will get results similar to the following:

% perl ref.pl

hashref: HASH(0x8111d94), hash:  blue2redl
arrayref: ARRAY(0x8111ea8), array: 300 400

hashref 2: HASH(0x811d374)

arrayref 2: ARRAY(0x811d3e0)

deref hash: oneltwo2  or one element: 1
deref array: 100 200 or one element: 100
deref hash: blue2redl or one element:

deref array: 300 400 or one element: 300

There are several advantages for using references, namely to create complex data structures and to pass data types from one subroutine to the other as scalar
variables. We will see references throughout this application, so it is important that you understand what this small program is showing.

Another reason why you should examine $ACTIONSis because it holds a list of "actions" supported by our application and their associated HTML templates. We use
the term action to represent a particular functionality (or page) within the sysadmin Web interface. For example, if an administrator clicks on the Hardware page,
the browser will pass a key/value pair of action=hw as input, since this is embedded in the hyperlink:

<a href="/cgi-bin/sysadmin?action=hw" onmouseover="switchimage(‘on','hw");"
onmouseout="switchimage(‘out','hw");">
<img src="/icons/off/hw.gif* name="hw" border="0" alt="[ Hardware ]"
width="83" height="28" align="top"></a>

As you will see next, we will use the CGl module to parse and extract this key/value pair. Once we do so, we can look up the action value (hw) in the $ACTIONS hash
to determine what HTML template file to use.

Parsing Input Arguments

We create a new instance of the CGI object and store it in the $cgi variable. This forces the module to parse the input specified by the browser and separate it
into individual key and value. Then, we use the param method to determine the value for the action, argsl and args2 keys. If no action was specified, which is the
case if the administrator enters the following URL:

http://127.0.0.1/cqi-bin/sysadmin

or clicks on the Home button on the navigation bar, we set the default action to home. If you are curious, the argsl and args2 keys are used to pass other extra
information to our application from the HTML pages. We'll use these later when we look at the rpm subroutine, which produces a list of the installed RPM packages.

Invoking the Handler

Once we determine what the main action is, we invoke a handler subroutine with the same name as the action value, passing to it the two extra arguments,

$argsl and $args2 , as well as the $cgi object. For example, if the action value is hw, which means the administrator requested to see the Hardware page, then we
call the hw subroutine to generate the appropriate content for that page. Each handler will return a reference to a hash, $data , that contains information to be filled
in the template.

The syntax looks a bit confusing, so | will try to explain it. We enclose the code that invokes the subroutine within a set of braces, or its own separate block. By
doing this, we can define certain operations that apply only to the code in that block. In our case, we ask the strict pragma to disable strict references inside the
block. The reason for doing this is that we are using the action value (a string) to call a subroutine, which is not allowed under strict mode:

$action = 'hw';
$data = &{ $action }($argsl, $args2, $cgi); ## NOT OK under strict

if ($action eq 'hw') {
$data = &hw($args1, $args2, $cgi); ## OK!



} elsif ($action eq 'sw') {
:

The first example will produce an error if strict references are enabled. Dynamically invoking subroutines based on the value of a variable is a very powerful
feature. Why, you ask? Say you had a hundred different actions, each one having its own handler subroutine. You would have to build a large block of conditional
checks, like you see in the second example.

Filling In the Template

Now that we have the data that should be filled in the template, we go ahead and create a new instance of the HTML::Template object. We pass two arguments to
the object: the name of the template file and a reference to an array -- notice the brackets -- that holds a list of directories that may contain the specified
template.

Then, we call the param method to actually replace the special tags and their trailing arguments from the HTML template with the values stored in the underlying
$data hash. And finally, we output the MIME content type header and call the output method to return the entire HTML output stream to the browser.

The Content-type HTTP header is very important because it lets the browser know what type of content to expect. In the case of static documents, the Web server
will return the appropriate content type. If you curious, you can try the following:

telnet www.cnn.com 80
Trying 64.236.24.20...
Connected to cnn.com.
Escape character is "',
HEAD / HTTP/1.0
Host: www.cnn.com

HTTP/1.1 200 OK

Server: Netscape-Enterprise/6.1 AOL

Date: Thu, 06 Feb 2003 16:37:16 GMT
Last-modified: Thu, 06 Feb 2003 16:37:15 GMT
Expires: Thu, 06 Feb 2003 16:38:15 GMT
Cache-control: private,max-age=60
Content-type: text/html

Content-length: 0

Connection: close

Connection closed by foreign host.

We are emulating a browser's request to the Web server. Notice the Content-type header returned by the server. It is telling us that the content is of type
text/html

Subroutines

We have finished looking at the main portion of the application. At this point, you may have two questions in mind. First, how does each handler subroutine work;
what does it look like? And second, how do we connect the information in the underlying $data hash to the tokens in the HTML template? We will discuss the
answers to both of these questions as we start looking at the subroutines. Just keep in mind that each subroutine is responsible for producing one page.

Home Page

If you look at the initial Home page for the System Administration Helper, illustrated below, you will see only one piece of dynamic information. That is the current
system time. So, whenever the administrator requests this page, we call on the home subroutine to create a hash containing this system time. We then use
HTML::Template , as discussed above, to take this information, fill it in the template and return the generated document back to the browser.
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Figure 3: Home Page

What does the template look like? In the interest of space, we will not show the entire template, but here is the relevant part from home.html



<font class="BodyText"><i>Current system time: <TMPL_VAR time></i></font>

From this, you can assume that we will create a hash with one element, time , that will hold the current system time.

sub home
{
my ($sec, $min, $hour, $date, $month, $year) = localtime _ ( time);
my $string;
$month++; ## Month returned is in range 0-11
$year += 1900; ## Year is the number of years since 1900
$string = sprintf __ ("%02d/%02d/%04d %02d:%02d:%602d",

$month, $date, $year, $hour, $min, $sec);

return _ ({ time => $string }); ## Anonymous hash

We use the locatime command to convert the current timestamp, as returned by the time command, into its constituent parts. You can get more information on the
localtime =~ command by using the perldoc application:

$ perldoc -f localtime

Then, we use the sprintf command to construct a properly formatted time string, which return as part of an anonymous hash reference.

Hardware

Have you seen the Hardware page? If not, look at the figure below:
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Figure 4: Hardware

As you can see from the screenshot, we display two separate categories of hardware related information. The first section provides data on the processor,
including the model name, speed and cache size, while the second shows a disk usage report.

We will use the Linux::Cpuinfo module to get the processor information. This module does nothing more than parse the content in the /proc/cpuinfo file and
makes it available to us through a simple interface. If you are not familiar with the /proc filesystem, you should take some time to go through the "files" located

there. This virtual filesystem -- it doesn't really exist -- provides a reflection of the current state of the Linux kernel. You will find information on hardware, such as
the CPU, the PCI bus and disk partitions, system processes and kernel modules.

To obtain the disk usage report, we go back to the technique that we used previously in Chapter 11. More specifically, we use our trusty old friend, the df

command, but with several additional switches, the -h, -| and -T. These switches force df to return sizes in human readable format, process local filesystems only
and return filesystem type, respectively.

But we have a tricky issue to deal with in regards to the disk usage report and the HTML template. The report consists of multiple lines, which we need to display
as multiple table rows. So far, we have seen only the <TMPL_VAR>tag, which we can use to substitute a single value. How about a multiple values? Fortunately,
HTML::Template supports the <TMPL_LOOP>tag, which allows us to group together a set of <TMPL_VAR>tags and content under one entity. Take a look at a piece of
HTML code from hw.html

<tr>
<td class="CellHead" colspan="6" align="center">
Hard Disks and Partitions
</td>
</tr>
<TMPL_UNLESS disks>
<tr>



<td colspan="6" class="CellRed" align="center">
Could not determine disk information.
</td>
</tr>
</TMPL_UNLESS>

<TMPL_IF disks>

<tr>
<td class="CellHead">Filesystem</td>
<td class="CellHead">Mount</td>
<td class="CellHead">Type</td>
<td class="CellHead">Size</td>
<td class="CellHead">% Used</td>
<td class="CellHead">Available</td>

</tr>

<TMPL_LOOP disks>
<tr>
<td class="<TMPL_VAR class>" align="center"><TMPL_VAR fs></td>
<td class="<TMPL_VAR class>" align="center"><TMPL_VAR mount></td>
<td class="<TMPL_VAR class>" align="center"><TMPL_VAR type></td>
<td class="<TMPL_VAR class>" align="center"><TMPL_VAR size></td>
<td class="<TMPL_VAR class>" align="center">
<TMPL_VAR image> <TMPL_VAR percent>%
</td>
<td class="<TMPL_VAR class>" align="center"><TMPL_VAR free></td>
<[tr>
</TMPL_LOOP>
</TMPL_IF>

The question now is what type of data structure do we pass to HTML::Template to ensure that the module will fill in the data properly. This is where references and
complex data structures come together. We would need to pass a structure that looks like the following:

$data =
'disks' => [

‘free’ =>"'1.7G',
‘percent’ =>'003',
‘class’ =>"CellWhite',
'size' =>"'1.9G',
‘mount’ ="'/
'fs' =>'/dev/hda5',
'type’ =>'ext2',
'image’ => '<img src="ficons/red.gif" ...>'

L

{
‘free’ =>'8.2G/,
‘percent’ =>'036',
‘class' =>"CellYellow',
'size’ =>"'13G,
‘mount’ =>"[backup’,
'fs' =>'/dev/hda6’,
‘type’ =>'ext2',
'image’ =>'<img src="f/icons/red.gif" ...>'

}

]
I8

Let's analyze at the structure from top to bottom. First, $data is an anonymous hash reference. Inside this hash, there is only one element, disks , whose value is
an anonymous array reference. Without using references, we would not be able to do this; a hash value can only be a scalar. Each element within this array is
once again a hash containing the individual keys and values. If there are four partitions, there would have to be four elements within this array. Looking at this
complex data structure, are you curious as to how we would access, say the fs element in the second partition. Here is how it's done:

$fs = $data->{'disks'}->[1]->{fs}; ## $fs = /dev/hda6

If you ever have to build structures such as these, there is an extension that comes with the Perl distribution which will allow you to dump the contents of the
structure in the format shown above:

use Data::Dumper; ## Load Data::Dumper module

$data={...}; ## Some complex data structure
print Dumper $data;

Before we discuss the actual subroutine, let's quickly look at the <TMPL_IF> and <TMPL_UNLESS>ags that you may have noticed in the HTML template; these tags
are exact opposites. We can use them to check if a value or a set of values are defined, and thus specify an appropriate message.

Now, after much delay, here is the subroutine.

sub hw
{
my ($data, $eol, $Scpu, $count, $one, $class, $image, $left);
local __ *PIPE;
$data = { processors => [], disks =>[] };
H#it++
## Determine processor information by using the Linux::Cpuinfo
## module.
#it--
$eol =$/; ## Save record separator, since

## Linux::Cpuinfo undefines it!

$cpu =new Linux:Cpuinfo ;




foreach  $one ($cpu->cpus) {
push (@{ $data->{processors} }, { vendor

## Call the cpus function/method
=> $cpu->vendor_id,

model => $cpu->model_name,
family => $cpu->cpu_family,
mhz => $cpu->cpu_mhz,
cache => $cpu->cache_size,
bogomips => $cpu->bogomips });
}
Hit++
## Determine disks and partitions.
#i--
local _ $/ = $eol; ## Restore it!
$count =0;
open (PIPE, "$DF -hIT |") || return _ $data;
<PIPE>; ## Remove/ignore header record

while (<PIPE>) {
chomp;

my ($fs, $type, $size, $used, $free, $percent, $mount)
= split  ( As+ ,$_,7);

$class = ($count % 2) ? 'CellYellow' : 'CellWhite';
$percent =~s N\D/ Ig; ## Remove non digits
$left =100 - $percent;

if ($percent <=0) {
$image = qq|<img $G_BAR width="100">[;

} elsif  ($percent == 100) {
$image = qq|<img $R_BAR width="100">|;
} else {

$image = qg|<img $R_BAR width="$percent">
qq|<img $G_BAR width="$left">|;

}
push (@{ $data->{disks} }, { class => $class,

fs => $fs,
mount => $mount,
type => S$type,
size => $size,
image => $image,
percent => sprintf__ ("%03d", $percent),
free => $free });

$count++;

}
close  (PIPE);

return _ $data;

Most of the code that you see here should be familiar to you; we are using basic command and syntax. However, there is one construct which might be a bit
difficult to understand. And that is the push statement. The push command is used to add an element into an array. In the first case, we add an anonymous hash
reference into the $data->{processors} array, but before we can do that, we need to dereference that array; place the actual data type symbol in front of the
reference. And in the second case, we perform much the same task, but instead push a hash reference into the $data->{disks} array.

Software: Kernel Information

Are you curious to find out more information about your Linux kernel? Then, go ahead and access the sysadmin application, and click on the Software tab in the top
navigation bar. You will something information that resembles the following:
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Figure 5: Software: Kernel Information

This handler subroutine is responsible for displaying information about the kernel, including the version and release data, as well as the kernel modules that are
currently loaded. See Chapter 10, Advanced System Administration, for more information on the kernel and how to configure it.

Let's look at the code now.

sub sw

my ($data, $count, $module, $size, $class);

ocal *FILE;
$data ={ kernel => undef , results => ] };
$count =0;
H#H++
## Read the contents of /proc/version and dump them verbatim.
HHt--

open (FILE, '/proc/version’);

while (<FILE>){
$data->{kernel} .= $_;

close  (FILE);

H#H++

## Open /proc/modules to get a list of loaded modules.
H#Ht--

open (FILE, "/proc/modules") || return _ $data;

while (<FILE>){
it ( /M\SH)\s*(\d+)/ ){ ## "~ = matches start of line
## \S = matches non-space character

($module, $size) = ($1, $2);

$class = ($count % 2) ? ‘CellYellow' : ‘CellWhite";

push (@{ $data->{results} }, { class => $class,
module => $module,
size => $size });
$count++;

}
}

close (FILE);

return _ $data;

Compared to the previous subroutine, this one is a lot easier to digest. First, we read the contents of the /proc/version file and store it in the hash. We are not
parsing the information in any way, although you might want to improve on this by extracting out the different components and displaying them individually.



Next, we open the /proc/modules  file to get the list of currently active kernel modules. If you have not had a chance to look at this file, here is its format:

eeprol00 22264 1

ipt_REJECT 3736 2 (autoclean)

iptable_filter 2412 1 (autoclean)

ip_tables 14936 2 [ipt_REJECT iptable_filter]
mousedev 5524 0 (unused)

keybdev 2976 0 (unused)

hid 22244 0 (unused)

input 5888 0 [mousedev keybdev hid]
usb-uhci 26188 0 (unused)

ushcore 77024 1 [hid usb-uhci]

ext3 70368 3

jbd 52212 3 [ext3]

We use a regular expression to pull out the first two columns, storing each one as a separate element in the hash. And since there are a multiple number of
modules, we once again use a complex data structure. If you want to compare the elements in the data structure to the tags in the template, here is the relevant
HTML code from kernel.html

<tr>
<TMPL_IF kernel>
<td class="CellYellow" colspan="2">
<font class="CodeText"><TMPL_VAR kernel></font>
</td>
</TMPL_IF>
<TMPL_UNLESS kernel>
<td class="CellRed" colspan="2" align="center">
Could not determine kernel information.
</td>
</TMPL_UNLESS>
</tr>
<p>
<tr>
<td class="CellHead">Kernel Module</td>
<td class="CellHead">Size (in bytes)</td>
</tr>
<p>
<TMPL_UNLESS results>
<tr>
<td class="CellRed" colspan="2" align="center">
Could not retrieve list of modules.
</td>
<[tr>
</TMPL_UNLESS>
<p>
<TMPL_IF results>
<TMPL_LOOP results>
<tr>
<td class="<TMPL_VAR class>" align="center"><TMPL_VAR module></td>
<td class="<TMPL_VAR class>" align="center"><TMPL_VAR size></td>

</tr>
</TMPL_LOORP results>
</[TMPL_IF>

If you want to experiment with different Perl techniques, you might try to modify this subroutine to use the Ismod command to get a list of the active kernel
modules. In fact, the output from Ismod is identical to the information available from the /proc/modules file.

RPM Packages

The RedHat Package Manager, RPM, is a system for maintaining software resources on our Linux system. We can use the rpm command-line application to verify,
install, query, upgrade and remove RPM packages. The Software Installed (via RPM) hyperlink in the Software section of the sysadmin Web interface provides a
visual front-end to the rpm command, as shown below:
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Figure 6: Software: List All RPM Packages

Selecting a particular link provides more details on that package, including the description, author, release date and version number:
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Figure 7: Software: Package Details

Often, while installing applications, it is helpful to see the list of individual files stored in a RPM package, as well as any package dependencies. We can use the
hyperlinks at the bottom of the browser window to see this information:
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Figure 9: Software: Package Dependencies

But, notice how these links do not exist in the first screenshot. We don't want to provide the administrator with the options to drill down on a package if/she has
not even selected a package. We control the appearance by using a flag variable, which we pass to the rpm.html template:

<tr>
<td class="CellHead"><TMPL_VAR title></td>
</tr>
<tr>
<TMPL_UNLESS results>
<td class="CellRed" align="center">
Could not retrieve list of RPM packages. Please try again later.
</td>
</TMPL_UNLESS>
<p>
<TMPL_IF results>
<td class="CellYellow">
<TMPL_LOOP results><TMPL_VAR line></TMPL_LOOP results>
</td>
</TMPL_IF>
</tr>
<p>
<TMPL_IF type>
<tr>
<td class="CellHeadBlue" align="center">
<a href="/cgi-bin/sysadmin?action=rpm&argsl=info&args2=<TMPL_VAR rpm>">
View package information</a> |
<a href="/cgi-bin/sysadmin?action=rpmé&argsl=all&args2=<TMPL_VAR rpm>">
See all files in the package</a> |
<a href="/cgi-bin/sysadmin?action=rpm&args1=depend&args2=<TMPL_VAR rpm>">
See package dependencies</a>
</td>
</tr>
</TMPL_IF>




If the type variable represents a positive/true value, the template will show the links. Otherwise, they will be hidden. Also notice how each link is passing two
arguments to the application.

It's time to look at the subroutine.

sub rpm
{
my ($action, $rpm) = @_;
my ($clean, $type, $title, $data, $args, $line);

local _ *PIPE;
($clean) = $rpm =~ J(WAN\-1+)/ ; ## Match words (0-9, A-Z, a-z, )
##"." and "-" and store in $clean

$type 1;

S$title ",
$data ={ results => [], type => 1, rpm => $clean,
title => 'List of All Installed RPM Packages' };
H++

## Depending on the user's chosen options, let's build
## the necessary arguments list that we need to pass to
## the 'rpom' command.

##--

if ($action && $clean) {
if ($action eq 'depend’) {

$args ="-q $clean -R"; ## Dependencies
$title = "Package Dependencies for $clean”;

} elsif  ($action eq ‘all') {
$args ="-q $clean -I"; ## Al files in RPM
$title = "All Files in Package $clean";

} else {
$args ="-q $clean -i"; ## Info on RPM
$title = "Package Information for $clean";

}

} else {
$args ='qa; ## All RPMs installed

$data->{type} = 0;

$data->{title} = $title it ($title);

H#it++

## Invoke the 'rpm' command with the specific arguments
## to produce desired output.

##--

open (FILE, "$RPM $args |") || return _ $data;

push (@{ $data->{results} },
{ line => '<pre><font class="CodeText">'}) if ($data->{type});

while (<FILE>) {
chomp;

if (I$data->{type}) {
$line .= qq|$BULLET&nbsp; &nbsp;<a href="$SCRIPT?action=rpm| .
qq|&argsl=info&args2=$_">$_</a><br>\n|;
} else {
$line .="$_\n";
}
}

push (@{ $data->{results} }, { line => $line });

push (@{ $data->{results} },

{line => '</font></pre>'}) if ($data->{type});
close  (FILE);

return _ $data;

Once again, we use the "piped open" form of the open command to interact with the rom command. But depending on the administrator's selection, we pass
different switches to the command. Here is a summary of the different options:

List all packages rpm -ga

List package details rpm -q perl-5.8.0-55 -i

List all files in package rpm -q perl-5.8.0-55 -
List package dependencies rpm -q perl-5.8.0-55 -R

Before we move on, a quick note about security. Any and all input that we receive from the outside -- a browser in this case -- should be treated as hostile
data. Say the administrator elects to view information about a specific RPM package by clicking on its link. Our sysadmin application then invokes this subroutine,
passing to it the package name via the $rpm variable. Next, we choose the necessary switches, build the rpom command and pass it to the shell through the piped
open command. But, imagine what would happen if a malicious user somehow gained control of the sysadmin application and requested the following URL:

http://127.0.0.1:8001/cgi-bin/sysadmin?action=rpm&argsl=all&args2=;rm%20-fr%20/;
As a result, the piped open command will look like this:
open (FILE, “/bin/rpm -q ;rm -fr /; -1 |") || return $data;

What do you think will happen, especially since the application is running as the root user? Very, very severe damage! This is the reason why we want to "clean"
or sanitize all input from outside the application. And that's exactly what we do at the top of the subroutine using a regular expression!



Network Interfaces

One of the things that you should monitor as a system administrator is the amount of data traveling through your network. There will be times, for example, when
your users are streaming audio and video resources or you are the victim of a denial of service attack. In these types of situations, you want to get an accurate
snapshot of the bandwidth usage on all of your network interfaces, so you take the necessary action.

The System Administration Helper has just the solution for you. Take a look at the following screenshot that illustrates the network interfaces on the system, along
with the amount of data read and transmitted on each interface:
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Figure 10: Network : Interfaces

We can find this information in the /proc/net/dev file. However, unlike some of the other /proc files that we have seen, the data format is a bit convoluted. And so,
we will not try to parse it using regular expressions, but instead use the Linux::net::module to get at the data.

sub net

my ($results, $interfaces, $name, $interface);

$results =
S$interfaces = Linux::net::dev z:info(); ## Returns reference to hash
foreach $name ( sort  keys %$interfaces) { ## De-reference and sort

S$interface = $interfaces->{$name};

push (@$results, { interface => $name,

rbytes => $interface->{rbytes},
tbytes => $interface->{tbytes},
rpackets => $interface->{rpackets},
tpackets => $interface->{tpackets} });

return _ ({ results => $results });

We call the Linux::net::dev::info function, which returns a hash containing all of the information from the /proc/net/dev file. However, we are interested only in
the number of bytes and packets received and transmitted. But, if you are intersted in all of the data, you can use the following program:

[ net_stats.pl ]
#!/usr/bin/perl

use Linux::net::dev;
use Data::Dumper;
use strict;

my $interfaces = Linux::net::dev::info();
print Dumper $interfaces;

exit (0);

After looking at the transmission overview, the administrator can then click on a network interface to edit its configuration information. We implement this in the
net.html  template file by passing the interface name as the argument:

<TMPL_UNLESS results>
<tr>
<td class="CellRed" colspan="5" align="center">
Could not retrieve network transmission data.
</td>
</tr>
</TMPL_UNLESS>
<TMPL_LOOP results>
<tr>
<td class="CellYellow" align="center">
<a href="/cgi-bin/sysadmin?action=netcfg&args1=<TMPL_VAR interface>">
<TMPL_VAR interface></a>
</td>
<td class="CellYellow" align="center"><TMPL_VAR rbytes></td>
<td class="CellYellow" align="center"><TMPL_VAR tbytes></td>




<td class="CellYellow" align="center"><TMPL_VAR rpackets></td>
<td class="CellYellow" align="center"><TMPL_VAR tpackets></td>
</tr>
</TMPL_LOOP>

If the administrator does, indeed, want to modify the configuration information for a specific network interface, the sysadmin application will invoke the netcfg
subroutine to handle the task. We will look at this next.

Edit Network Configuration

We discussed various network configuration files in Chapter 10, Advanced System Administration. If you remember, each network interface, such as ethO, ethl and
lo, has its own configuration file located in the /etc/sysconfig/network-scripts directory. Here is a sample configuration file for the ethO interface:

[ /etc/sysconfig/network-scripts/ifcfg-ethO ]
BOOTPROTO=dhcp

ONBOOT=yes

DEVICE=eth0O

This subroutine allows us to edit a configuration file from the Web, as you can see in the screenshot below:
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Figure 11: Network : Edit Configuration

Here is the code:

sub netcfg
{
my $interface = shift_:
my ($data, $clean, $md5, $field, $value);
local _ *FILE;
($clean) = $interface =~ Iw+) ## Clean interface name
$data ={ form => [, interface => $clean, md5 => undef };
$md5 = new Digest:MD5 _;
HH++
## Open specific file.
H#Hit--

open (FILE, "/etc/sysconfig/network-scripts/ifcfg-$clean”)
Il return _ $data;

while (<FILE>) {

next if ( /MNs*# ); ## Ignore lines with comments
if  ( MNs*(\S+)\s*=\s*(.+?)\s*$/ ){

($field, $value) = ($1, $2);
push (@{ $data->{form} }, { field => $field,
value => $value });
$md5->add ("$field=$value"); ## Add to checksum

}
}

close (FILE);
$data->{md5} = $md5->hexdigest; ## Determine final checksum

return _ $data;

We receive the interface name from the browser and proceed to open the specified configuration file. We iterate through the file, only selecting records that have a
KEY=VALUEsyntax and storing them in the form hash. In addition, we use the Digest::MD5 module to get a checksum, or more accurately a hash digest, of all of the



key/value pairs. We will use this checksum in the editcfg subroutine to check to see if the configuration information has actually been modified.

We pass the data hash to the template, netcfg.html , which in turn will create a HTML form where the administrator can edit and manipulate the configuration
information. Here is a snippet of HTML code from the template:

<form action="/cgi-bin/sysadmin" method="POST">

<input type="hidden" name="action" value="editcfg">

<input type="hidden" name="args1" value="<TMPL_VAR interface>">
<input type="hidden" name="args2" value="<TMPL_VAR md5>">

<div align="center">
<font class="BodyHead">
<a href="/cgi-bin/sysadmin?action=net">Network Transmission Snapshot</a> |
Network Configuration</font>
<p>
<table border="0" cellpadding="0" cellspacing="0" width="550">
<tr>
<td class="CellHead">
<table border="0" cellpadding="3" cellspacing="1" width="100%">
<tr>
<td class="CellHead" colspan="2">
Configuration for <font color="#ff0000"><TMPL_VAR interface></font>
Interface
</td>
</tr>
<TMPL_UNLESS form>
<tr>
<td class="CellRed" colspan="2" align="center">
Could not retrieve configuration data.
</td>
<ftr>
</TMPL_UNLESS>
<TMPL_LOOP form>
<tr>
<td class="CellYellow" align="center" width="50%">
<TMPL_VAR field>
</td>
<td class="CellWhite" align="center" width="50%">
<input class="CellYellow" type="text" name="<TMPL_VAR field>"
value="<TMPL_VAR value>" size="30"></td>
</tr>
</TMPL_LOOP>
</table>
</td>
</tr>
</table>

<TMPL_IF form>
<p>
<input class="CellYellow" type="submit" value="Modify Configuration">
</TMPL_IF>
</div>
</form>

When the administrator submits the form, all of the fields, including the "hidden" ones, are passed back to this application. We use the hidden fields to store the
interface name and the MD5 hash digest value so that we can compare the configuration and write it to the appropriate file.

Save Network Configuration

This subroutine is not as exciting as other ones. It cannot be accessed either directly or from a link. Instead it is executed only when the administrator clicks on the
Modify Configuration button after editing the network configuration file.

sub editcfg
{

my ($interface, $f_md5, $cgi) = @_;
my ($md5, %ignore, %form, $field, $o_md5);

local _ *FILE;

HH++

## Determine the MD5 sum for the form information.

H#Ht--
$md5 = new Digest:MD5 _;
%ignore = (action => 1, argsl => 1, args2 => 1); ## Internal fields
%form =();

foreach  $field ($cgi->param) {
next_ if ($ignore{$field});
$form{$field} = $cgi->param ($field);
$md5->add ("$field=$form{$field}");
}

$0_md5 = $md5->hexdigest;
HH++
## If the MD5 from the form is equal to the calculated MD5,
## then we don't have to modify the file. Otherwise, we have to!
##--
my ($clean, $data);

($clean) = $interface =~ 1(\w+)/
$data ={ error => 1, status =>", interface => $clean };




if ($f_md5 eq $o_md5) {
$data->{error} =0;
$data->{status} = 'NOT";

return _ $data;

} else {
my ($file, $time);
Hit++
## Modify the file
Hit--

$file = "/etc/sysconfig/network-scripts/ifcfg-$clean™;
$time = time_;

return _ $data if (! rename ($file, "$file.$time"));

if (! sysopen (FILE, $file, & Ecntl _::O_WRONLY|&Ecntl _::O_CREAT)) {
rename ("$file.$time", $file); ## Move it back!
return _ $data;
} else {
flock  (FILE, & Ecntl ::LOCK_EX); ## lgnore status!

foreach  $field ( keys %form) {
print _ FILE "$field=$form{$field\n";

Hit++

## Don't unlock manually; a race condition could

## occur if another process obtains a lock before

## we close the file.

##

## flock (FILE, &Fcntl::LOCK_UN); ## Ignore status!
HH--

close  (FILE);

$data->{error} = 0; ## We're fine!

return _ $data;

Even though the subroutine is quite long, we perform only main functions. First, we iterate through all of the form fields, using the param method from the CGI
module, calculating the MD5 hash digest. Then, we compare this digest to the one that we initially calculated, in the netcfy subroutine, based on the contents of
the configuration file. If both of these digests are identical, then we know that the administrator did not change the configuration information in any way.

On the other hand, if the digests are not equal, then we have to save the new configuration. We do this by first renaming the existing configuration file by

appending the current timestamp. Then, we create a new file that has the name same as the original configuration file and write the configuration directives to it.
During this process, we make sure to lock the file so that other applications will not able to modify it.

Security Advisories
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Figure 12: Security : Advisories




sub security
my ($data, $agent, $request, $result, $rss, $item, $url, $title);

$data = { results => [ };

H++
## Contact the remote server to get the advisories.
H#Ht--
$agent = new LWP::UserAgent _;
$agent->agent (SBROWSER);
$request = new HTTP::Request _(‘GET' => $ADVISORIES);
$result = $agent->request ($request);

if ($result->is_success()) {
$rss = new XML:RSS;
$rss->parse ($result->content);

Hit++
## Iterate through each advisory.
#H#--

foreach  $item (@{ $rss->{items} }) {
($url, $title) = @$item{ awllink title/};

push (@{ $data->{results} }, { url => $item->{link},
title => $item->{title} });

return _ $data;

This is by far the most interesting handler, and one where you can use the techniques presented to develop some interesting and useful applications. The main
objective of the handler is to download the latest list of security advisories in XML format from linuxsecurity.com, extract the headlines and return the results for
display.

We use the LWP::UserAgent module to perform all of the underlying network communications with the remote Web server. First, we create a new instance of the
LWP::UserAgent object and store it in $agent. Next, we call the agent method (or function) to identify the request to the remote server as a Mozilla browser; see
the definition of the $BROWSER constant at the top of the application.

Then, we create a new GET request using the HTTP::Request module. We then pass the request to the user agent through the request method. At this point, LWP
connects to the server, issues the request and passes the appropriate HTTP headers and parses the output received from the server. The request method returns
an instance of the HTTP::Response class, but we don't have to worry too much about this. We can use the instance to get at the information returned by the
server.

If the request is successful, we then create a new instance of the XML::RSS object. We invoke the content method from LWP to get at the content, which we then
pass to XML::RSS. The RSS document looks something like this:

<?xml version="1.0"?>
<rdf:RDF xmins:rdf="http://www.w3.0rg/1999/02/22-rdf-syntax-ns#"
xmlns="http://my.netscape.com/rdf/simple/0.9/">

<channel>
<title>LinuxSecurity.com - Advisories</title>
<link>http://www.linuxsecurity.com</link>
<description>The Community's Center for Security -- Advisories</description>
</channel>

<item>
<title>Debian: traceroute-nanog buffer overflow vulnerability</title>
<link>http://www.linuxsecurity.com/advisories/debian_advisory-3455.html</link>
</item>

<item>
<title>RedHat: nfs-utils denial of service vulnerability</title>
<link>http://www.linuxsecurity.com/advisories/redhat_advisory-3457.html</link>
</item>

</rdf:RDF>

The XML::RSS module parses this content and stores the information internally with an internal array. We can access this array through the items hash. We iterate
through the array, getting the link and title elements, which correspond to the <link> and <title> tags, respectively. We simply push these elements into the
results array, and we're done. Instead of using the XML::RSS, we could have also used a regex to extract the link and title elements, but it would have required
more work. If you are curious, however, this is how you would do it:

if ($result->is_success()) {
while ($content =~ m|<item>(.+?)</item>|isg) {

$item =$1;
($url) = $item =~ m|<link>(.+?)</link>[is;

($title) = $item =~ m|<title>(.+?)</title>[is;

-

However, this type of parsing is far from robust. In addition, the RDF document format specifies a number of other tags that can be included in a document.



System Logs

Figure 13: Security : Logs

sub logs

{
my ($results, $count, $line, $class, $when, $who);
local _ *FILE;
HH++

## Iterate through the 'messages' file and check for any
## suspicious flags.

#Ht--
$results = [];
$count =0;
open (FILE, "/var/log/imessages") || return _ ({ results => $results });

while ($line = <FILE>) {
it ($line =~  /(WHsHdHsHd+\d+\d+H)\SHSHS+(+2):\s*(+)$/ s){
($when, $who, $ ) = ($1, $2, $3);

study ;

if ( /wrong/ i ]
[/bad/ i |
lerror/ i Il
/timeout/ i Il
/cannot/ i I
/can\'t/ i I
ffaill i Il
lerror/ i |
/unable/ i I
[forced/ i Il
/not implemented/ i
/not exist/ i Il
[/denied/ i) {

$class = ($count % 2) ? 'CellYellow' : 'CellWhite';

push (@$results, { class => $class,
when => $when, who => $who,

message =>$_});

$count++;
}
}
}

close  (FILE);

return _ ({ results => $results });

As we have seen in Chapter 10, Advanced System Administration, system log files in Linux, and in most Unix derivatives, are plain text files. This means that we
can use any one of a number of tools and utilities to not only view them, but also search them for specific patterns. In this handler, we will use Perl's regex power

to search the System Log for particular error messages.



We start out by opening the System Log file, stored in /var/log/messages. Next, we iterate through the file, storing each line in the $line variable. We try to see if
the line matches a specific pattern, namely:

Mon Day HH:MM:SS Host Application: Message

The reason for matching a specific pattern is to potentially avoid spurious data in the log files. If a line matches the above specified pattern, we store three

components, namely the date and time, the application name and the message in $when, $who and $_ variables, respectively. For example, if we were to find a
record that looks like the following:

Apr 2 00:54:10 localhost login(pam_unix)[1380]: authentication failure; logname=gundavaram uid=504 euid=0 tty= ruser=gundavaram rhost= user=root

then $when would capture Apr 2 00:54:10, $who would capture login(pam_unix)[1380] and $_ will match the rest of the line. Now, our task is to check the $_
variable for any keywords that indicate whether the message is an error or warning of some sort. First, we call the study function, which performs advanced
analysis on the specified string, or the $_ variable, in anticipation of performing many pattern matches. Next, we simply check if there are one of a handful of

keywords present in the message. If so, we store the line in the results array. We repeat this process for all of the records in the file. Once we are finished, we
close the log file and return the results array.

System Users

Figure 14: Users

sub users

{
my ($logged_in, $locked, $results);
local _ (*PIPE, *FILE);

Hit++

## Execute the 'w' command to get the list of current users.
#Hit--

$logged_in = {};

if ( open (PIPE, "$W |") { ## Ignore errors
while (<PIPE>) {

chomp;

10S{1,9})/
$logged_in->{$1}++;
}

close  (PIPE);

HH++

## Open the /etc/shadow file -- if one exists -- to determine
## which users are locked/disabled.
#Hit--

$locked = {};

if ( open (FILE, "/etc/shadow")) {
my ($login, $pwd);

while (<FILE>) {
($login, $pwd) = I(w+):(.+?):/ ;
$locked->{$login} = 1 it ($pwd =~ /NHI/ 0 );
}

close  (FILE);




#H++

## Now, we go through /etc/password to get a list of
## all the users. If we cannot open the file, we will
## simply fall to the bottom.

##--

$results = [];

open (FILE, "/etc/passwd") || return _ ({ results => $results });

while (<FILE>) {
chomp;

my ($in, $class);
my ($login, $pwd, $uid, $gid, $name, $home, $shell)

= split (7 );
next if (($uid < 100) || ($uid > 10000) );

$in = ($logged_in->{$login}) ? $BULLET s
$class = ($locked->{$login}) ? 'CellRed' : 'CellYellow';
push (@$results, { class => $class,
login => $login,
name => $name,
id => "$gid/$uid",
home => $home,
shell => $shell,
in =>$in });
}
close (FILE);

return _ ({ results => $results });

Linux stores the user information in a text file, /etc/passwd. And if you have enabled shadow passwords, the operating system stores the encrypted passwords in
a separate file, /etc/shadow. In this subroutine, we iterate through the passwd file to read each user's record. For each record, we check to see if the user is
disabled or locked, and also check to see if the user is currently logged in. We will not go through this handler in much detail as all of the constructs and techniques

that are illustrated here have already been discussed.

Current Processes

Figure 15: Users : Processes

sub process
{
my ($results, $count, $class);
local _*PIPE;
H#it++
## Use the 'ps' command with arguments to get a process list.
H#HH--
$results = [];
$count =0;
open (PIPE, "$PS -eo pid,user,tty,%cpu,%mem,etime,args " .



"--forest --width 256 | ");
<PIPE>; ## Remove/ignore header
while (<PIPE>) {

my ($pid, $user, $tty, $cpu, $mem, $etime, $args)
= unpack ("A5A10A9A4A5A12A*", $ );

$args =~s Ns/ [; ## Remove first space
$args =~s /M\st)/  "&nbsp;" x (( lenath _ $1)*2)/ge;

$class = ($count % 2) ? ‘CellYellow' : ‘CellWhite;

push (@$results, { class => $class,

pid => $pid, user => $user, tty => $tty,
cpu => $cpu, mem =>$mem, etime => $etime,
args => $args }),
$count++;
}
close  (PIPE);

return _ ({ results => $results });

We are almost finished; we have only two more handlers to go! This handler displays the current process information. We use the ps command to get a list of the
current processes, which looks something like the following:

PID USER T %CPU %MEM ELAPSED COMMAND
1 root ? 0.0 0.1 27-12:06:15 init
2 root ? 0.0 0.0 27-12:06:15 [keventd]
3 root ? 0.0 0.0 27-12:06:15 [kapmd]
4 root ? 0.0 0.0 27-12:06:15 [ksoftirqd_CPUO0]
5 root ? 0.0 0.0 27-12:06:15 [kswapd]
6 root ? 0.0 0.0 27-12:06:15 [bdflush]
7 root ? 0.0 0.0 27-12:06:15 [kupdated]
8 root ? 0.0 0.0 27-12:06:11 [mdrecoveryd]
12 root ? 0.0 0.0 27-12:06:07 [kjournald]
109 root ? 0.0 0.0 27-12:05:45 [kjournald]
110 root ? 0.0 0.0 27-12:05:45 [kjournald]
391 root ? 0.0 0.2 27-12:05:37 syslogd -m 0

We parse the output, extracting the PID, the user information, the TTY, the CPU and memory percentages, the elapsed time and the command from the output. In
the past, we have used regular expressions to extract or parse through content. However, in this case, we need to look at another technique, since the data is
columnar in nature; data exists at fixed positions.

First, we open a pipe to the ps command, reading its output. Before we start to iterate through the output, we perform one read on the filehandle to essentially
throw away or ignore the header. Then, we iterate through the content, one line at a time. Here is the trick. We use the unpack command to instruct Perl as to
how many characters are in each “column," and Perl is intelligent enough to get at the columns. The first argument to pack is known as the template and the
second argument is the string to operate on. For example, the "A5" instructs Perl that the first column has 5 ASCII characters, and to store that in the $pid
variable. Once we separate the data into different variables, we store them as an anonymous hash within the results array, which we return back to the main
program at handler completion.

Cron Jobs

Figure 16: Users : Cron Jobs

sub cron
{
my ($results, $login, $user);
local _ (*DIR, *FILE);
$results = [];

opendir _ (DIR, "/var/spool/cron”) || return _ ({ results => $results });




while ($login = readdir _ (DIR)) {

next if ($login =~ NS ),
if (! open (FILE, "/var/spool/cron/$login“)) {
push (@$results, { login => $login,
message => 'Cannot read entry"',
class =>'CellRed',
output =>'None'});
} else {

$user = { login => $login, class => 'CellYellow' };

while (<FILE>) {

if ( /installed\s+on\s+(.+\d+)\b/ ){
$user->{message} = "Last modified: $1";
next ;
}
next if ( Ms* );
s /M\s+)/  "&nbsp;" x (( length _ $1)*2)/ge;
S An/ <br>/g;

$user->{output} .= $_;
close  (FILE);

push (@$results, $user);

closedir __ (DIR);

return _ ({ results => $results });

As we have done in all of the handlers thus far, we create an empty anonymous array, storing its reference in $results. We will use this array to store all of the
active cron jobs.

Now, we are ready to iterate through the /var/spool/cron directory. This directory holds all of the actively scheduled cron jobs. When a user wants to create a cron
job, using the crontab command, the crontab application creates a file with the user's login name in this directory. This file contains a list of all of the jobs to run,
and looks something like this:

# DO NOT EDIT THIS FILE - edit the master and reinstall.

# (/tmp/crontab.4492 installed on Thu Jan 23 05:04:26 2003)

# (Cron version -- $ld: crontab.c,v 2.13 1994/01/17 03:20:37 vixie Exp $)
00 10 * * * fusr/bin/uptime >> /var/log/uptime.log

Our job in this handler is to perform two functions: the first is to determine when the cron file was last modified, and the second is to simply extract all of the lines
from the file. We can determine the last modification date by using a regex to find the string starting with 'installed on' and retrieve the information that follows it.

We start out by using the opendir function to open the /var/spool/cron directory. If the function call us unsuccessful, we return an empty data set back to the main
program. Otherwise, we use the readdir function within a while loop to get the name of each file that exists in that directory. Since, we want only the crontab files,
we ignore all "hidden" files; files that start with the . prefix. Once we have a filename, we try to open that file. If we cannot open the crontab file, we attach a
message, "Cannot read entry" for that record.

If we can read the crontab file, we iterate through the file, extracting the last modified date, ignoring comments and storing each line in the $user hash. You might
notice the two substitutions that we are performing on each line from the crontab file. The first one replaces all spaces at the beginning of each line with double
the amount of non-breaking spaces. The replacement part of the expression is actually Perl code, and not a static pattern, as as seen by the e modifier at the end
of the expression. And the second pattern replaces the newline character with a

tag, so each record is displayed on its own line.

Finally, we close the file and repeat the process for each crontab file that we find in the directory. When we are finished, we close the directory handle and return
the $results array back to the main program.

Summary

You made it through a very long and difficult chapter. Kudos! We started with an introduction to Perl in Chapter 11 and have concluded with a discussion of a
reasonably complex application here. Through this journey, we found that Perl is a very flexible and powerful language, and one that we can use to develop nearly
any type of application. Did you know that there are even examples of games written in Perl?

Unfortunately, it is not possible to learn an entire language in one or two chapters. However, there are numerous resources out there that you can take
advantage of to learn more about this language. You can start with the copious documentation that comes with Perl. If that is not enough, take a look at the Perl
series from Wrox Press, namely Beginning Perl and Professional Perl development. But if you want to roll the dice, simply use the Google search engine and type,
"Introduction to Perl", and you will see hundreds and thousands of resources.



